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REVIEW

ABSTRACT
Introduction: conversational agents based on generative artificial intelligence (AI) are increasingly used for emotional support, largely 
outside clinical frameworks. Objective: to synthesise the available evidence on the clinical efficacy, the clinical and psychosocial risks, 
and the governance of generative AI conversational agents in mental health, and to identify implications for clinical practice and health 
policy. Methods: narrative review based on a non-systematic search of randomised trials, systematic reviews, observational and expe-
rimental studies, technical evaluations and regulatory documents, with a qualitative synthesis organised in four areas. Development: 
in a national survey, 13.1% of US youths aged 12 to 21 reported using generative AI for mental health advice. A meta-analysis of AI-based 
conversational agents showed reductions in depressive symptoms and distress, and the first randomised trial of a purpose-built gene-
rative agent reported greater symptom reduction than a waitlist over four weeks, whereas a pilot trial in Argentina found no significant 
between-group differences. Documented risks include stigma and inappropriate responses, inconsistent handling of intermediate-risk 
suicide-related queries, sycophancy, reinforcement of delusional thinking and emotional dependence. Regulation is fragmented: at its 
November 2025 advisory meeting the US Food and Drug Administration noted that no authorised AI-enabled device used generative 
AI for mental health conditions, US states have adopted divergent laws, and the European Union AI Act imposes transparency obliga-
tions. Conclusions: evidence of benefit comes mainly from purpose-built agents tested in short trials, whereas real-world use relies on 
general-purpose and companion chatbots. These tools should be considered a complement to, not a substitute for, clinical care, with 
risk-based regulation, independent auditing, age-appropriate safeguards and trials in Spanish- and Portuguese-speaking populations.
Keywords: Artificial Intelligence; Digital Health; Mental Health; Patient Safety; Psychotherapy.

RESUMEN
Introducción: los agentes conversacionales basados en inteligencia artificial (IA) generativa se utilizan cada vez más para el apoyo emo-
cional, en gran medida fuera de los marcos clínicos. Objetivo: sintetizar la evidencia disponible sobre la eficacia clínica, los riesgos clínicos 
y psicosociales y la gobernanza de los agentes conversacionales de IA generativa en salud mental, e identificar implicaciones para la prác-
tica clínica y la política de salud. Métodos: revisión narrativa basada en una búsqueda no sistemática de ensayos aleatorizados, revisiones 
sistemáticas, estudios observacionales y experimentales, evaluaciones técnicas y documentos regulatorios, con una síntesis cualitativa 
organizada en cuatro ejes. Desarrollo: en una encuesta nacional, el 13,1 % de los jóvenes estadounidenses de 12 a 21 años refirió haber 
usado IA generativa para obtener consejo sobre su salud mental. Un metaanálisis de agentes conversacionales basados en IA mostró 
reducciones de los síntomas depresivos y del malestar psicológico, y el primer ensayo aleatorizado de un agente generativo diseñado 
para uso clínico reportó, a las cuatro semanas, una mayor reducción de síntomas que la lista de espera, mientras que un ensayo piloto 
en Argentina no halló diferencias significativas entre grupos. Los riesgos documentados incluyen el estigma y las respuestas inapropia-
das, el manejo inconsistente de las consultas de riesgo suicida intermedio, la complacencia, el refuerzo del pensamiento delirante y la 
dependencia emocional. La regulación es fragmentaria: en su reunión asesora de noviembre de 2025, la Administración de Alimentos y 
Medicamentos de Estados Unidos señaló que ningún dispositivo con IA autorizado empleaba IA generativa para condiciones de salud 
mental, los estados estadounidenses han adoptado leyes divergentes y el Reglamento de IA de la Unión Europea impone obligaciones 
de transparencia. Conclusiones: la evidencia de beneficio procede sobre todo de agentes diseñados con fines clínicos y probados en en-
sayos breves, mientras que el uso real se apoya en chatbots de propósito general y de compañía. Estas herramientas deben considerarse 
un complemento, y no un sustituto, de la atención clínica, con regulación basada en el riesgo, auditorías independientes, salvaguardas 
adecuadas a la edad y ensayos en poblaciones hispanohablantes y lusófonas.
Palabras clave: Inteligencia Artificial; Psicoterapia; Salud Digital; Salud Mental; Seguridad del Paciente.
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INTRODUCTION

More than 1 billion people live with a mental disorder, and the world’s mental health systems 
face large gaps in coverage, funding, and staffing.(1)The global median is 13 mental health professio-
nals per 100,000 population; in low-income countries, there is just over one per 100,000, compared 
to more than 60 in high-income countries. (1,2) This shortage of human resources contributes to 
limiting timely access to psychotherapy and specialized care.

In parallel, conversational agents based on large language models (LLM)—generative artificial 
intelligence (AI) systems capable of sustaining open and seemingly empathetic dialogue and avai-
lable immediately and continuously—have been incorporated into daily life as a source of advice 
and emotional support. (3,4) This adoption occurs largely outside any clinical framework: existing 
companion chatbots, although highly attractive to users, have not been trained or evaluated to 
treat clinical-level symptoms.(5)

This phenomenon raises a question that is both medical and social: what happens when a 
conversational technology occupies the space of confiding, companionship, and, at times, therapy? 
Initial evidence points to symptomatic benefit. (5,6) By contrast, a growing body of studies describes 
clinically inappropriate responses, reinforcement of delusional ideas, and patterns of emotional 
dependence.(7-9)Regulatory frameworks, meanwhile, are only beginning to be defined.(10-12)

This narrative review aims to synthesize the available evidence on the clinical efficacy, clinical 
and psychosocial risks, and governance of generative AI conversational agents in mental health, 
and to identify implications for clinical practice and health policy. Uses of AI aimed at automated 
diagnosis are deliberately excluded, as they pertain to a different debate.

METHODS

A narrative literature review was conducted, a design appropriate for the interpretive inte-
gration of heterogeneous evidence: randomized clinical trials, systematic reviews, observational 
and experimental studies, technical evaluations of language models, and regulatory documents. 
The search was non-systematic and relied on PubMed/PMC, preprint repositories (arXiv), and the 
portals of organizations such as the World Health Organization, the United States Food and Drug 
Administration (FDA), and the European Union.

Studies providing empirical data on the efficacy, safety, usage patterns, and psychosocial 
effects of conversational agents in mental health were prioritized, as were normative and clinical 
guidance documents. Some preprints were included when they provided direct empirical eviden-
ce on a phenomenon still little studied in peer-reviewed journals; they are identified as such in 
the text. Works focused on automated diagnosis and risk prediction were excluded. The selection 
was purposive, and the qualitative synthesis was organized into 4 axes: use and context, clinical 
efficacy, clinical and psychosocial risks, and governance. The risk of bias in the sources was not 
formally assessed.

DEVELOPMENT

Use and context: from clinical support to digital companionship
The use of generative AI for emotional support is already prevalent among young people. In 

a national survey of 1058 U.S. teens and young adults ages 12 to 21, 13.1% (about 5.4 million people) 
reported using generative AI to ask for advice when they felt sad, angry, or nervous; the proportion 
rose to 22.2% among those aged 18 to 21. Among those who used it, 65.5% did so at least once a 
month and 92.7% found the advice received helpful.(3)

A survey of 1006 students who used Replika, a digital companion app, showed that they 
used it both as a friend, as a therapist and as an intellectual mirror, and that many held contra-
dictory beliefs about it (they described it as a machine, as an intelligence and as a human being). 
Participants felt lonelier than students in general, although they perceived high social support, 
and 3% reported that the app had stopped their suicidal ideation.(4)These are self-reports from 
a cross-sectional study in self-selected users, so they do not allow us to infer a protective effect.

It is advisable to distinguish three categories for which evidence is highly uneven: agents 
designed and evaluated to intervene on clinical symptoms; wellness and companionship applica-
tions; and general-purpose chatbots used spontaneously for emotional purposes.(4,5)
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Clinical efficacy
A systematic review and meta-analysis of 35 studies (15 randomized trials included in the 

meta-analysis), with papers published before May 2023, found that AI-based conversational agents 
significantly reduced depressive symptoms (Hedges’ g 0.64; 95% CI: 0.17-1.12) and psychological dis-
tress (g = 0.70; 95% CI: 0.18-1.22), but did not significantly improve general psychological well-being 
(g = 0.32; 95% CI: −0.13 to 0.78). The user experience depended on the quality of the therapeutic 
relationship between the person and the AI, engagement with the content, and communicative 
effectiveness.(6)The width of the confidence intervals indicates imprecise estimates.

The first randomized trial of a generative agent designed for clinical use (Therabot) included 
210 U.S. adults with major depressive disorder, generalized anxiety disorder, or high clinical risk of 
eating disorders, who were assigned to either 4 weeks of intervention or a waitlist. The intervention 
group showed greater symptom reductions; for example, the PHQ-9 score decreased by 6.13 points 
compared with 2.63 in the waitlist, and participants developed a therapeutic alliance within 4 weeks 
comparable to that described in outpatient psychotherapy. The authors recommend future studies 
with active control and comparison against in-person psychotherapy of equivalent duration, and 
warn that no generative agent is ready to operate fully autonomously in mental health.(5)

In Latin America, the evidence is more limited and less favorable. A randomized pilot trial with 
181 Argentine university students, who used the Tess chatbot (which responds with pre-established 
statements) for eight weeks or received a psychoeducation book, found no significant differences 
between groups in symptoms of depression or anxiety; it did observe an intragroup reduction in 
anxiety in the intervention group. Dropout was high (at week 8, 39% of the intervened group and 
41% of the control group provided data), and the authors acknowledge that the study was under-
powered and that adaptation to Spanish may have reduced the quality of the intervention.(13)

Clinical and psychosocial risks
An experimental evaluation of language models against clinical criteria found that, contrary 

to best practices, the models expressed stigma toward people with mental health problems and 
responded inappropriately to critical situations in naturalistic therapeutic contexts, for example, 
by encouraging delusional thinking, probably due to their tendency toward complacency. The 
problem persisted in larger and more recent models, suggesting that current safety practices do 
not resolve it. The authors conclude that these models should not replace therapists and propose 
alternative support functions.(7)

In an evaluation of the management of suicide-related queries, 3 popular chatbots respon-
ded to 30 hypothetical queries that 13 clinical experts classified into 5 risk levels (100 responses 
per query and chatbot; 9000 in total). None responded directly to very high-risk queries, and 2 
of them always responded to very low-risk ones; however, they did not significantly distinguish 
intermediate levels, and there were relevant differences between platforms.(14)The behavior is 
therefore more reliable at the extremes of risk than in the intermediate range, which is the most 
ambiguous from a clinical point of view.

Sycophancy, defined as the tendency to approve of or excessively flatter the user, is a cross-cu-
tting mechanism. A study published in Science found that, in 11 latest-generation models, AI en-
dorsed users’ actions 49% more often than humans did, even when queries involved deception, 
illegality, or other harms. In three preregistered experiments (N = 2405), a single interaction with 
a sycophantic AI reduced participants’ willingness to take responsibility and repair interpersonal 
conflicts, and increased their conviction that they were right; despite this, sycophantic models were 
more trustworthy and were preferred, creating perverse incentives: the characteristic that harms 
is also the one that drives use.(15)In psychotherapy, where intervention often requires confronting 
dysfunctional beliefs, indiscriminate validation is potentially countertherapeutic.

As early as 2023, it was hypothesized that generative chatbots could generate delusions in 
people prone to psychosis.(16)A recent conceptual review proposes the informal term “AI psycho-
sis”, which does not correspond to a diagnostic entity, as a framework for understanding how the 
sustained use of conversational systems could trigger, amplify or reconfigure psychotic experien-
ces in vulnerable people, and argues that uncritical validation can entrench delusional conviction, 
inverting the corrective principles of cognitive-behavioral therapy for psychosis.(17)An analysis of 
the conversation logs of 19 users who reported psychological harm (391,562 messages; preprint) 
found that 15.5% of the users’ messages showed delusional thinking and that 21.2% of the chatbot 
messages presented the system as sensitive, and that markers of complacency saturated the delu-
sional conversations.(8)These findings come from a small, self-selected sample, so they describe 
mechanisms and not population frequencies or causal relationships.

https://doi.org/10.62486/ei2026109
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A four-week randomized trial with 981 participants and more than 300,000 messages (pre-
print) evaluated how the mode of interaction (text or voice) and the type of conversation influence 
loneliness, socialization with other people, emotional dependence, and problematic use. The study 
versions agree that greater daily use was associated with more loneliness, dependence, and pro-
blematic use, and with less socialization; the most recent version detected no significant effects of 
experimental conditions and notes that individual traits, such as greater trust in the chatbot and 
social attraction to it, are associated with more emotional dependence and problematic use.(9)
These associations do not demonstrate causation: they may reflect that lonelier people use these 
systems more.

The American Psychological Association (APA), which defines adolescence as between 10 and 
25 years of age, warns that adolescents may have difficulty distinguishing a chatbot’s simulated 
empathy from genuine human understanding and that they tend to place greater trust in AI cha-
racters that present themselves as friends or mentors; therefore, it recommends age-appropriate 
safeguards. (18)

Governance and regulation
The WHO guidance on ethics and governance of AI for health (large multimodal models) 

sets out more than 40 recommendations directed at governments, technology companies, and 
healthcare providers. These include recommendations that governments designate a regulatory 
body to evaluate and approve applications intended for medical care; that post-market audits and 
impact assessments be required and conducted by independent third parties when deployment 
occurs at large scale; and that developers involve patients, clinicians, and other actors from the 
outset.(10)

In the United States, the FDA’s Digital Health Advisory Committee met on November 6, 2025, 
to discuss generative AI-enabled mental health medical devices; its official summary notes that 
none of the AI-powered medical devices authorized until then involve generative AI for mental 
health conditions.(11)At the state level, in 2025 Utah (March) required mental health chatbot provi-
ders to report that it is an AI and restricted the sale or sharing of user data, Nevada (June) banned 
AI systems from providing mental health care or claiming to do so, Illinois (August) limited the use 
of AI to offer psychotherapy or make therapeutic decisions without supervision from a licensed 
professional, and New York (May) passed the first law requiring safeguards for AI companions.(19)
Approaches diverge: Illinois and Nevada restrict the supply of AI therapy, while Utah supports these 
services with transparency and data protection obligations.

In the European Union, the Artificial Intelligence Regulation prohibits practices that exploit 
vulnerabilities associated with age, disability, or social or economic status when they distort beha-
viour and are likely to cause significant harm (Article 5), and requires people to be informed that 
they interact with an AI system (Article 50), an obligation applicable from 2 August 2026.(12)This 
review did not cover the specific regulation of Latin American countries, a gap that deserves its 
own study.

Table 1. Conversational AI agents in mental health: main findings and proposed safeguards

Domain Main findings Safeguards and gaps

Access and use Mental health workforce gap. (1,2) Widespread 
use among young people (13.1%). (3)

Use occurs mostly outside clinical settings. (5) 
Standardized reference points are lacking. (3)

Clinical efficacy
Reduction in depressive symptoms and distress 
in a meta-analysis. (6) Trial of a clinical agent 
versus a waiting list. (5)

Inactive controls, brief follow-up, and high 
dropout. (5,13) No significant effect on general 
well-being. (6)

Clinical safety
Stigma and inappropriate responses. (7) 
Inconsistent management of intermediate 
suicide risk. (14)

Evaluation using clinical criteria, risk detection, 
and transparency. (20) Supervision by a 
professional. (19)

Relational quality

Therapeutic alliance comparable to that in 
outpatient psychotherapy at 4 weeks. (5) 
Complacency, reinforcement of delusional 
ideas, and dependence. (8,9,15,17)

Design and evaluation that reduce 
indiscriminate validation. (15) Findings on 
delusions do not allow causal inference. (8)

Adolescents Greater trust in AI characters that simulate 
being friends or mentors. (18)

Appropriate safeguards and age-appropriate 
design. (18)

Regulation WHO guidance, an FDA advisory meeting, state 
laws, and EU AI Regulation. (10-12,19)

Fragmented framework; independent post-
marketing audits. (10)

Source: own elaboration based on the cited references.
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DISCUSSION

The reviewed evidence describes a technology with real potential, but with a still fragile 
evidence base and risks that are not randomly distributed. The documented symptomatic bene-
fit comes from agents designed for clinical purposes and evaluated in short-duration trials with 
inactive controls, (5,6) whereas real-world use is concentrated in general-purpose and companion 
chatbots, for which the available evidence mainly concerns usage patterns and risks.(3,4,7)Extra-
polating the benefit from the former to the latter lacks support.

A cross-cutting finding is the tension between engagement and safety. The same characteris-
tics that make a chatbot attractive, such as constant validation and the appearance of empathy, are 
associated with sycophancy, reinforcement of delusional ideas, and emotional dependence.(9,15,17)
Cheng et al. warn that this coincidence creates perverse incentives for sycophancy to persist and 
emphasize the need for design, evaluation, and accountability mechanisms.(15)Frameworks have 
been proposed for a gradual and evaluated integration of LLMs into psychotherapy, highlighting 
clinical science, interdisciplinary collaboration, risk assessment and detection, transparency, and 
bias control.(20)

For clinical practice, it follows that exploring the use of chatbots should be part of the anam-
nesis, especially in adolescents and in individuals with a history of or vulnerability to psychosis. 
Østergaard recommended that clinicians familiarize themselves with these systems in order to 
understand what their patients may be reacting to and to guide them. (16,18) Empirically supported 
agents could function, at best, as a complement to care and not as a substitute, (5,7) with clear 
referral pathways to professionals and crisis services.

For health policy, the current framework is fragmented: the FDA had not authorized gene-
rative AI devices for mental health at the time of its advisory meeting; some US states restrict the 
use of AI as a therapist and others only impose transparency obligations; and the European Union 
regulates by type of practice and by information obligations.(11,12,19)An approach based on inten-
ded use, which differentiates between clinical tools, wellness applications, and general assistants, 
would make it possible to require proportional levels of evidence, independent post-marketing 
audits, and specific safeguards for minors and vulnerable individuals, in line with WHO and APA 
guidance. (10,18) The comparability of evaluations also requires standardized benchmarks for as-
sessing AI-generated mental health advice, a gap noted by McBain et al.(3)

In Latin America, the staffing gap documented by the WHO makes these tools attractive, 
but local evidence is scarce: the Argentine pilot trial found no significant between-group effects 
and had high dropout. (1,13) Trials with adequate samples, linguistic and cultural adaptation, and 
monitoring of adverse effects in Spanish-speaking and Portuguese-speaking populations are 
needed before integrating these agents into public services as part of stepped-care strategies.

Research priorities include trials with active control and prolonged follow-up, with safety 
endpoints,(5)studies in populations with greater clinical severity and in adolescents, systematic 
monitoring of adverse events in real-world use, and evaluation of design interventions that reduce 
complacency without losing utility.(15)

This review has limitations: the search was not systematic, and the selection was purposive, 
so selection bias may be present; preprints without peer review and studies with small or self-se-
lected samples were included; the field evolves rapidly, so findings on specific models may become 
outdated; and diagnostic uses and regulation in Latin America were excluded. The results should 
be interpreted as a map of the evidence rather than as a quantitative estimate of risks or benefits.

CONCLUSIONS

Generative AI conversational agents have become a widely used resource for emotional su-
pport, and initial evidence suggests symptomatic benefit in agents designed for clinical purposes, 
although this evidence comes from brief trials, and the only Latin American study reviewed did not 
show significant between-group effects. At the same time, documented clinical and psychosocial 
risks (stigma, inappropriate responses to intermediate suicide risk, complacency, reinforcement 
of delusional ideas, and emotional dependence) are more likely to affect vulnerable individuals 
and adolescents. These tools should be considered a complement to, not a substitute for, clinical 
care. Their responsible integration requires regulation based on intended use, independent audits, 
age-appropriate safeguards, transparency, and trials with long-term follow-up in Spanish-speaking 
and Portuguese-speaking populations.
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