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ABSTRACT

Introduction: Large language model chatbots are increasingly used by patients to seek answers about oral health, but the quality of the
information they provide remains uncertain. Methods: A systematic review was conducted following PRISMA 2020. Scopus, PubMed and
Crossref were searched up to 2026 for studies that evaluated chatbots answering patient questions about oral health against a reference
standard, with no language restriction. Screening was assisted by artificial intelligence and verified by the authors. Results: Twenty-six
studies published in 2025 and 2026 were included. ChatGPT was the most frequently evaluated model (21 studies), followed by Gemini
(16) and DeepSeek (12). Accuracy was generally moderate to high but varied by model and clinical domain, with no model consistently
superior. Readability was a recurrent weakness, with most responses exceeding the recommended sixth-grade reading level. Completeness
was higher for chatbot responses than for clinician responses in one comparative study. Conclusions: Large language model chatbots
provide largely accurate but frequently hard-to-read answers to dental patient questions. Their use should be adjunctive to professional
care, and readability of outputs must be improved before they can safely support patient education.

Keywords: artificial intelligence; large language models; dentistry; patient education; health literacy; systematic review.

RESUMEN

Introduccion: Los chatbots basados en modelos de lenguaje se usan cada vez mas para que los pacientes resuelvan dudas sobre salud
bucal, pero la calidad de la informacién que ofrecen sigue siendo incierta. Métodos: Se realizé una revision sistematica segun PRISMA
2020. Se buscé en Scopus, PubMed y Crossref hasta 2026 estudios que evaluaran chatbots que responden preguntas de pacientes sobre
salud bucal frente a un patrén de referencia, sin restriccion de idioma. El cribado fue asistido por inteligencia artificial y verificado por
los autores. Resultados: Se incluyeron veintiséis estudios publicados en 2025 y 2026. ChatGPT fue el modelo mas evaluado (21 estudios),
seguido de Gemini (16) y DeepSeek (12). La precision fue en general de moderada a alta, pero varié segun el modelo y el ambito clinico,
sin que ningun modelo fuera superior de forma constante. La legibilidad fue la debilidad recurrente, con la mayoria de las respuestas
por encima del nivel de lectura recomendado de sexto grado. La exhaustividad fue mayor en las respuestas de los chatbots que en las
de los clinicos en un estudio comparativo. Conclusiones: Los chatbots basados en modelos de lenguaje ofrecen respuestas en gran me-
dida precisas, pero con frecuencia dificiles de leer, a las preguntas de los pacientes odontoldgicos. Su uso debe ser complementario de
la atencion profesional y es necesario mejorar la legibilidad antes de que puedan apoyar de forma segura la educacién de los pacientes.

Palabras clave: inteligencia artificial; modelos de lenguaje; odontologia; educacion del paciente; alfabetizacion en salud; revision siste-
matica.
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INTRODUCTION

Dental patients increasingly obtain health information from digital sources before and after
clinical consultation, and the volume and accessibility of that information shape how they unders-
tand and act on oral health advice. Oral diseases remain among the most prevalent conditions
worldwide, and a large share of that burden is preventable through behaviours that depend on
accurate, comprehensible patient education. When patients search for answers about pain, treat-
ment options or postoperative care, the quality of what they read can determine whether they seek
timely care, adhere to instructions, or defer treatment altogether.(1)Written patient information
has long been criticised for exceeding the reading ability of the average adult, and the arrival of
conversational artificial intelligence has added a new, largely unregulated source to the informa-
tion patients consult.(2)

Large language models (LLMs) have changed how patients interact with health information.
Unlike static web pages, chatbots such as ChatGPT, Gemini, DeepSeek and Claude generate free-
text, conversational answers to questions phrased in ordinary language, and patients have adopted
them rapidly because the responses are immediate, personal in tone and free of the navigation
effort that conventional websites require.(3)In medicine, early evaluations reported that chatbot
answers to patient questions were rated more empathetic and, in many cases, at least as accurate
as physician-written responses, which accelerated interest in their clinical and educational use.(3)
The models evaluated in those studies have since been superseded by successive releases, and the
performance of the newest models in the dental domain has not been summarised.

The dental literature has grown quickly but unevenly. Narrative and systematic reviews have
described the applications of LLMs in dental diagnosis, education and decision support, and a sco-
ping review of implant dentistry catalogued their expanding uses without a quantitative synthesis
of patient-facing performance.(1,4,5)Existing reviews that did address patient education were either
confined to a single specialty, such as orthodontics, or synthesised chatbot responses to patient
guestions across medicine without dental-specific detail.(6,7) As a result, it remains unclear whether
chatbots can be recommended as a source of oral health information, and precisely where their
strengths and weaknesses lie.

The rapid release cycle of these models compounds the problem. The evidence base is a
moving target: a study that evaluated one version of a chatbot may say little about the version a
patient uses a year later, and the proprietary models change without public documentation of what
improved. This does not make the evidence unusable, but it means that the stable conclusions
are more important than the transient rankings of particular versions. A synthesis that separates
the durable findings, such as the readability deficit, from the version-specific rankings is therefore
more useful to clinicians and patients than a leaderboard that will be outdated by publication.

The question matters clinically because patient education is a core dental intervention:
preoperative instructions, postoperative care and self-management of conditions such as gingi-
vitis all depend on the patient having understood what they were told. Oral health literacy is itself
a recognised determinant of outcomes, since adults with low oral health literacy attend less for
preventive care and present with more advanced disease. A tool that returns accurate but unrea-
dable answers may be of little help to the patient who asks it a question in plain language, and
may be more likely to be trusted and acted upon because of its confident, conversational register.

The clinical context adds urgency to the question. Dental advice is not risk-free when it is
wrong or misunderstood: a patient who misreads an instruction about medication after surgery,
or about when to return for review of a suspicious lesion, may be harmed in a way that a patient
seeking general wellness advice would not. Unlike regulated medical devices, consumer chatbots
are not cleared for clinical use, and their answers carry no audit trail or accountability for the advice
given. A synthesis of what these tools actually achieve when asked dental questions is therefore a
prerequisite for any sensible recommendation about whether patients should use them and how
clinicians should respond to the answers they bring to the consultation. The three outcomes chosen
here, accuracy, completeness and readability, correspond to the properties that a patient would
need an answer to have before it could substitute for, or even usefully complement, professional
advice. The objective of this systematic review was to synthesize the evidence on the accuracy,
completeness and readability of large language model chatbot responses to patient questions
about oral health.
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METHODS

Protocol and registration

This systematic review was planned and reported in accordance with the Preferred Reporting
ltems for Systematic Reviews and Meta-Analyses(PRISMA 2020)statement.(8)The protocol was not
registered in a public repository, which is acknowledged as a limitation of the review.

Eligibility criteria

Studies were eligible if they evaluated at least one large language model or conversational
artificial intelligence chatbot that generated answers to patient-oriented questions about oral
health, and if they reported at least one outcome among accuracy, completeness, quality, reliability
or readability, assessed against a reference standard such as expert judgement, clinical guidelines
or a validated appraisal instrument. Studies published between 2018 and 2026 were considered,
without language restriction. Excluded were studies that evaluated chatbots on examination-style
or multiple-choice questions intended for clinicians or students, studies of image-based diagnosis
without a patient-question component, reviews, editorials, conference abstracts without primary
data, and studies outside the oral health domain.

The decision to exclude examination-style questions was deliberate and important to the
question of the review. A substantial body of dental work has tested chatbots against multiple-choi-
ce and licensing examination questions, which measures factual recall by clinicians rather than
the accuracy of answers given to patients in ordinary language. Those studies answer a different
guestion and were therefore set aside so that the synthesis reflected patient-facing use.

In the terminology of the PICO framework, the population was patient-oriented questions
about oral health; the intervention or exposure was a response generated by a large language
model or conversational chatbot; the comparator was expert judgement, clinical guidelines or a
validated appraisal instrument; and the outcomes were accuracy, completeness, quality, reliability
and readability. Studies were eligible regardless of the language of the questions or the language
of the responses, provided the evaluation was reported sufficiently to be extracted.

Information sources and search strategy

Scopus, PubMed and Crossref were searched. The searches combined terms for large lan-
guage models and chatbots with terms for dentistry and oral health and terms for patient ques-
tions, education, accuracy and readability. In Scopus the query used field codes, for example TIT-
LE-ABS-KEY(“large language model” OR “ChatGPT" OR “GPT" OR “generative artificial intelligence”)
AND TITLE-ABS-KEY(“dental” OR “dentistry” OR “oral health”) AND TITLE-ABS-KEY(“patient”). A
second Scopus query added terms for answering, quality, accuracy and readability to increase
specificity. Equivalent free-text queries were used in PubMed and Crossref. The two Scopus queries
returned four hundred records, PubMed returned two hundred and Crossref returned one hundred,
and after deduplication the three sources yielded the set of unique records that entered screening.
The searches were run in 2026, and the last search was performed on the date of analysis. A record
of each query, its source and the number of records returned was retained for reproducibility, and
the full search strings are available from the corresponding author on request.

Selection process

Records retrieved from the three databases were deduplicated by digital object identifier
and title. Title and abstract screening was performed with the assistance of an artificial intelligence
model, and each decision was subsequently verified by the authors; uncertain records were carried
forward to full-text screening rather than excluded. Full texts were retrieved through legitimate
open-access routes, and studies whose full text could not be obtained but whose abstract reported
sufficient data were retained with abstract-level extraction, as indicated in the results. The screening
process was conducted by a single reviewer assisted by the model, without independent duplicate
screening, which is reported as a limitation. This assisted screening is consistent with emerging
guidance on the use of artificial intelligence in systematic review workflows, while acknowledging
that it does not replace human judgement.(8)

Data extraction

For each included study the following items were extracted: first author and year, country,
the chatbot models evaluated, the number and source of the questions, the reference standard
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or appraisal instrument used, and the reported findings on accuracy, completeness, quality and
readability. Where a study reported a numeric score, the value and its scale were recorded. Where
a study reported readability, the instrument was recorded, most often the Flesch Reading Ease
score, the Flesch-Kincaid grade level or the Atesman index. Where a study reported inter-rater
reliability, the statistic and its value were recorded. Extraction was performed by a single reviewer
and checked against the source text, which is reported as a limitation.

Risk of bias and quality appraisal

Because the included studies were predominantly cross-sectional comparative evaluations
rather than diagnostic accuracy or intervention studies, no single standard risk-of-bias tool applied
uniformly. Methodological quality was therefore appraised across four domains adapted from es-
tablished instruments for evaluating patient information: whether the question set reflected real
patient questions, the number of independent evaluators, whether evaluation was blinded, and
whether inter-rater reliability was reported.(2,9) The appraisal of individual studies on these domains
is summarised in the results, and no study was excluded on the basis of quality.

Synthesis

Findings were synthesised narratively by outcome domain. A meta-analysis was not appro-
priate because the studies used different models, question sets, scales and appraisal instruments.
Counts and proportions were used to describe the body of evidence, and representative quantita-
tive values from individual studies are reported where available. Several included studies measu-
red quality with the Global Quality Score, which anchors a five-point ordinal rating of information
quality, and several others applied DISCERN or the Patient Education Materials Assessment Tool
to score reliability, understandability and actionability.(9,10) Where studies used these shared ins-
truments their results are directly comparable; where they used bespoke Likert scales the scores
are reported as presented.

For each outcome domain, the synthesis distinguishes the direction of the finding from its
magnitude. Because the scales were ordinal and heterogeneous, the review reports whether a mo-
del was rated highest, lowest or statistically indistinguishable rather than pooling numeric means,
and it reports exact values only where a study provided them. This conservative approach prioritises
the direction and consistency of the evidence over spuriously precise pooled estimates, and it is the
reason the results are presented as ranges and rankings rather than as a single summary statistic.

RESULTS
Study selection and characteristics

The searches identified 700 records, of which 113 were duplicates. Of the 587 unique records
screened, 561 were excluded at title and abstract, and 26 reports were sought for retrieval. All 26
reports were assessed for eligibility and all were included, yielding 26 studies in the review (Figure
1). The complete flow of records through each stage is shown in the PRISMA diagram, with the
reasons for exclusion recorded at the full-text stage. The 26 included studies were all published in
2025 or 2026; 19 were published in 2026 and 7 in 2025 (Table 1).

Seventeen of the 26 studies originated in Turkiye, with single studies from Poland, Saudi
Arabia, Jordan, Iran and China; four studies did not state the country of origin in the available text.
ChatGPT was evaluated in 21 studies, Gemini in 16, DeepSeek in 12, Claude in 7, Microsoft Copilot
in 4, Grok in 3, and Perplexity and a domain-specific dental model in 2 studies each. The clinical
domains spanned the breadth of dentistry, including implant dentistry, restorative dentistry, pae-
diatric dentistry, endodontics, periodontology, oral surgery, orthodontics and oral medicine. The
number of questions posed to each chatbot ranged from 10 to 126, and most studies used between
20 and 60 questions derived from patient-facing question-and-answer lists, guideline documents
or online patient forums.

The reference standards and appraisal instruments varied. Expert judgement on Likert-type
scales was the dominant approach, but several studies also applied the Global Quality Score, the
DISCERN instrument and the Patient Education Materials Assessment Tool, which measure related
but distinct constructs of quality, reliability and understandability. Readability was quantified with
the Flesch Reading Ease score, the Flesch-Kincaid grade level and, in Turkish-language studies,
the Atesman index. A minority of studies tested a single model, whereas most compared three or
more models on the same question set, which permitted within-study comparison of performance.
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Table 1. Characteristics of the 26 included studies.

Study (year) Country LLMs evaluated Clinical domain Questions (n)
B m L ChatGPT-3.5, ChatGPT-40, Gemini 2.0 . .
Ozudogru (2026) Turkiye Hee, D n Anesthesia in dentistry 60
. L ChatGPT-5, Gemini 2.5 Pro, . .
Cangul (2026) Turkiye DeepSeek-V3.2, Claude Sonnet-4.5 Restorative dentistry 25
. s . Pediatric dental
Kocaoglu (2026) Turkiye Multiple LLMs sedation NA
Mysior (2026) Poland Six LLMs (Polish and English) Six dental disciplines 30
S6zen (2026) Turkiye Multiple LLMs Dental trauma NA
Alkan Aygor (2026) Turkiye Al chatbots (multilingual) Tooth bleaching NA
(JORMAS) (2026) NA GPT-40, Claude Sonnet 5, Gemini 2.5 Penqdontal/pem— 40
Pro implant
(BMC Oral Health) NA ChatGPT 5.5, Claude 4.6, DeepSeek 3.2, Periodontal- 0
(2026) Gemini 3.1 Pro, Grok 4.20, PerioGPT orthodontic
L ChatGPT-40, Claude 3.7 Sonnet, Copilot, .
Isik (2026) Turkiye DeepSeek-V2, Gernini 2.0, Grok-3 Prosthodontics 10
(JORMAS) (2026) NA CRelCT L, Deep35$ek’ Clavglz Sonzt Dental implants 27
(BMC Oral Health) Tairkive ChatGPT-5, ChatGPT-40, Gemini-2.5 e — 20
(2026) Y Flash, DeepSeek-V3, Copilot
Bitisik (2026) Turkiye ChatGPT (GPT-4) Pediatric dentistry 20
(JOMI) (2026) NA ChatGPT-3.5, Gemini, Copilot Implant dentistry 20
(JERD) (2026) Turkiye ChatGPT, Gemini, DeepSeek Dental caries 59
Bayram Sonmez (2026) Turkiye ChatGPT Temporomandlbular NA
disorders
Arpaci (2025) Turkiye ChatGPT-4, Google Gemini General oral health NA
Aboalshamat (2025) Saudi Arabia ChatGPT-40 mini Pregnancy oral health NA
L ChatGPT-ol, Deepseek-R1, Gemini, .
Tuzlali (2025) Turkiye Claude-3.5-Sonnet, Perplexity-Pro Dental implants 45
Alnsour (2025) Jordan ChatGPT 3.5 Crown restorations 126
Esmailpour (2025) Iran Three Al chatbots Prosthodontics 31
Demir Cicek (2025) Turkiye DeepSeek V3, GPT 5, Gemini 2.5 Flash Root canal treatment 37
Ispir (2026) Tarkiye ChatGPT 5.2, Gemini, DeepSeek V3, General Fiental 23
Grok 3 questions
Altan (2026) Turkiye ChatGPT 5.2, Gemini 3, DeepSeek-V3.2 Laminate veneers 25
. ChatGPT-5, Gemini 2.5, Perplexity Pro,
Zhang (2026) China DeepSeek v32 Oral cancer 22
. L ChatGPT GPT-5.1, Gemini 2.5 Flash, .
Akdeniz (2026) Turkiye Claude Sonnet 4.5 Periodontology 20
Ozdemir (2025) Turkiye ChatGPT-40, Gemini, Copilot Deleterious oral habits 43

Note: LLM = large language model; n = number of questions posed to each chatbot; NA = not reported.
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Figure 1. PRISMA 2020 flow diagram of study selection.

Records identified from databases — :
Identification (n =700) — up Icadi re_colrl;
Scopus 400 - PubMed 200 - Crossref 100 removediin =
Records screened Records excluded
—
(n = 587) (n =561)

Reports sought for retrieval Reports not retrieved
(n = 26) (n=0)

Screening

Reports assessed for eligibility Reports excluded
(n = 26) (n=0)

Studies included in review
(n = 26)

Included

Accuracy of chatbot responses

Reported accuracy was moderate to high but inconsistent across models and domains. In
the studies that used expert ratings on Likert-type scales, mean accuracy or quality scores typically
ranged from approximately 3.5 to 4.9 on a five-point scale, with the highest scores concentrated in
a small set of models. Gemini achieved the highest accuracy, usefulness and global quality scores
in studies of dental caries, zirconia crowns and general dental patient questions.(11-13)

A domain-specific periodontal model and Gemini reached the highest accuracy in a six-model
comparison of periodontal and orthodontic questions, with mean scores of 4.93 and 4.90 respec-
tively.(14)

When chatbots were compared directly with clinicians, no significant difference in scientific
accuracy was observed between three chatbots and expert periodontologists, although the chat-
bots produced more complete and more empathetic responses.(15) A study of implant-related
questions likewise found no statistically significant difference in accuracy among three chatbots,
with total accuracy scores of 28.8, 30.9 and 29.1 out of 40.(16)

In a three-model comparison for periodontal and peri-implant questions, ChatGPT-40 was
rated lowest, whereas Gemini received the highest accuracy and clinical safety ratings.(17) No statis-
tically significant difference in reliability or usefulness was found among three chatbots answering
dental implant questions, with the only difference emerging in the avoidance of medical jargon.(18)

Several studies evaluated single models or narrower question sets. ChatGPT responses to
temporomandibular disorder questions and to parents’ questions about children’s oral health
were assessed for accuracy and temporal consistency, and a large cross-sectional evaluation of
six models across six dental disciplines generated 2,700 answers that two dentists independently
rated for safety.(19-21)

Accuracy of responses to questions on paediatric dental sedation, dental local and general
anaesthesia, and dental trauma were each reported separately, with the models compared against
guideline-derived reference answers.(22-24)Answers to questions on the World Dental Federation
patient page and on restorative dentistry topics were evaluated against expert responses, with
models scoring within the acceptable range in most domains.(25,26) The lowest accuracy ratings
were recorded for models asked to handle clinically complex or safety-critical content, and no single
model was consistently superior across the full set of studies.

The designs of the remaining studies reinforce the same picture. A study that posed sixty
guestions on local and general anaesthesia in dentistry, split between patient and professional
guestions drawn from American guidelines, compared four chatbots on accuracy, reliability and
readability and reported that performance depended on the difficulty of the item.(23)A six-model
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evaluation of prosthodontic patient education used only ten standardised questions but blinded
raters and still detected differences in accuracy and clarity among the models.(27)

A study of paediatric dental sedation questions and one of dental trauma emergencies each
assessed guideline concordance and reported that the models were informative but incomplete
on specific clinical points.(22,24) A single-model evaluation of ChatGPT for parents’ questions about
children’s oral health tested the same twenty questions repeatedly over seven days and reported
temporal variability in readability that settled after the first days, a finding that bears on the stability
of chatbot advice.(20)

Evaluations of implant, prosthodontic, denture and root canal questions similarly reported
acceptable mean accuracy with domain-dependent gaps, and a study of pregnancy-related oral
health combined a survey of three hundred women with expert ratings of the model’s responses.
(28-31)

Taken together, the accuracy estimates describe a body of evidence in which no model fai-
led outright and none dominated. The between-model differences were statistically significant in
several comparisons but small in absolute terms, with the top two models separated by fractions
of a scale point in most studies, and the practical importance of these differences is uncertain.
The more consistent finding across the accuracy studies is not which model won, but that the
models performed better on well-defined, guideline-based questions and worse on questions
that required clinical nuance, personalisation or safety judgement. This gradient, rather than any
single ranking, is the stable feature of the accuracy evidence and is the one most relevant to how
a patient or clinician should interpret a chatbot answer.

Completeness and readability of chatbot responses

Completeness was assessed in a smaller number of studies than accuracy and its operational
definition varied. Some studies treated completeness as whether the answer addressed every com-
ponent of a multi-part question, others as the depth of the explanation offered, and still others as
the absence of important omissions relative to a guideline. This inconsistency in definition is itself a
finding of the review, because it means that completeness scores across studies cannot be pooled.

Where completeness was reported, the models generally performed well: the comparative
study against periodontologists recorded higher completeness for chatbot responses than for
expert responses, a statistically significant difference, and the periodontal comparison found com-
pleteness above four on a five-point scale for the strongest models.(15,17) Response completeness
was highest for Claude in that comparison, with a mean score of 4.77, while Gemini scored highest
for clinical safety and overall quality.(17)Completeness and comprehensibility were also rated in
studies of implant, prosthodontic and root canal questions, generally alongside accuracy.(16,27,30)

The completeness advantage, however, was not accompanied by better readability, which
suggests that the models compensate for their readability deficit by writing longer and more tho-
rough answers rather than clearer ones.

Readability was the most consistent weakness identified across the included studies. In an
evaluation of oral cancer patient education, the mean Flesch-Kincaid grade level ranged from 12.65
for ChatGPT-5 to 15.65 for Perplexity Pro, and all models produced text above the recommended
sixth-grade reading level.(32)The same pattern was observed in a periodontal and orthodontic
comparison, where the most accurate domain-specific model produced the least readable output,
with a Flesch Reading Ease score of 12.7 and a Flesch-Kincaid grade level of 15.1.(14)

In a study of dental crown restorations, approximately 53% of ChatGPT responses were clas-
sified as difficult to read even though most were rated useful, with a mean Global Quality Score of
4.70 out of 5 and a mean CLEAR reliability score of 24.37 out of 25.(33)

In the Turkish-language evaluations, ChatGPT produced the most readable responses, whe-
reas Gemini achieved higher accuracy but lower readability.(11,13) For questions about deleterious
oral habits, ChatGPT-40 answered 93% of questions correctly and 76.7% of its responses were rated
as excellent quality, but its responses were significantly less readable than those of Gemini and
Copilot.(34)

Readability, quality and consistency were also assessed for questions on tooth bleaching, la-
minate veneers, dental implant and denture patient questions, and pregnancy-related oral health.
(28,29,31,35,36)Across these studies, the recurring result was that the models that produced the
most accurate content were not the ones that produced the most readable text, and the two qua-
lities coincided in the same model in only a minority of comparisons.

https://doi.org/10.62486/aid202699 7
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Language added a further dimension of variability. In the studies conducted in Turkish, the
Atesman index was used to grade readability, and the models that performed best in English did
not always translate that advantage into Turkish; ChatGPT produced the most readable Turkish
output in two evaluations, while the model with the highest accuracy in one of them was not the
most readable.(11,13) A multilingual study of tooth bleaching answers reported that response qua-
lity and readability shifted when the same question was posed in a different language.(35) These
observations indicate that the accuracy-readability trade-off is not uniform across languages, and
that a model ranked highest in one language may not hold that rank in another.

The instrument-based quality scores corroborated the expert ratings. Where the Global Qua-
lity Score was applied, mean scores clustered in the upper half of the five-point scale; in the oral
cancer evaluation, Perplexity Pro reached a mean score of 4.05 and in the crown restoration study
ChatGPT reached 4.70.(32,33) DISCERN-based reliability was similarly favourable for the best-perfor-
ming model in the oral cancer study, with a mean of 46.36, but this did not extend to readability.(32)

Reliability assessed with the CLEAR tool in the crown study reached 24.37 out of 25, indicating
that the content was trustworthy even when its presentation was not accessible.(33)The consistency
of these findings across instruments and across expert raters strengthens confidence that the ob-
served accuracy-readability gap is real rather than an artefact of a single measurement approach.

Methodological quality and risk of bias

Methodological quality was heterogeneous (Table 2). Most studies used expert-generated
or guideline-derived question sets rather than questions sampled from real patients, which limits
ecological validity; a minority drew questions from online patient forums or question-and-answer
lists published for patients. The number of independent evaluators ranged from one to nine, and
several studies did not report whether evaluation was blinded. Inter-rater reliability was reported
in a subset of studies and was generally acceptable, with intraclass correlation coefficients above
0.75 where stated.(11,13)

Table 2. Methodological quality of the included studies across four appraisal domains.

Appraisal domain Studies reporting (n)

Question set derived from real patient

guestions or patient-facing FAQs &

Two or more independent evaluators 21
Blinded evaluation of responses 16
Inter-rater reliability reported 14

The absence of a shared question bank, shared appraisal scales and shared reference stan-
dards precluded quantitative pooling, and the resulting heterogeneity is a source of uncertainty in
the synthesis. Only one study directly compared chatbot responses with those of clinicians on the
same questions, which limits the strength of the claim that chatbots perform at expert level.(15)

The distribution of these quality characteristics shaped how much weight each study could
carry. Studies that used patient-derived questions and multiple blinded evaluators provided the
most credible estimates, whereas those that used a single evaluator and expert-authored questions
risked inflating apparent accuracy, because expert-authored questions tend to be well-defined
and therefore easier for a model to answer. The studies that reported inter-rater reliability were
generally the same studies that reported the largest question sets, and their estimates are the
most defensible in the synthesis. The absence of a formal risk-of-bias instrument tailored to this
study type meant that the appraisal remained descriptive rather than a scored summary, which
is reported transparently rather than concealed.

DISCUSSION

The main finding of this review is that large language model chatbots produce answers to
dental patient questions that are broadly accurate but frequently written at a reading level too
high for the intended audience. Across 26 studies published in 2025 and 2026, accuracy and quality
scores were moderate to high, yet readability was the most recurrent failure, with most models
exceeding the sixth-grade level that patient education materials are recommended to meet.

Completeness was less consistently measured but, where it was assessed, chatbot responses
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were at least as complete as expert responses and occasionally more so. The picture that emer-
ges is of a capable but poorly calibrated communicator: the content is present, but the delivery is
pitched at the wrong audience. These results place chatbots in a familiar position within patient
education: they are reliable in content and deficient in accessibility.

The accuracy findings are consistent with the broader literature on chatbot-generated health
information. A systematic cross-sectional synthesis of chatbot responses to patient questions across
medicine similarly reported high but variable accuracy alongside poor readability, and concluded
that no model could be recommended unconditionally.(7)

The general pattern in which Gemini and more recent model versions outperformed earlier
releases has also been described in non-dental specialties, including patient education for mitral
valve surgery and frozen shoulder, where accuracy was high but readability remained inadequate.
(37,38)

Within dentistry, the present results agree with a systematic review of chatbots in ortho-
dontic patient education, which reported acceptable accuracy but suboptimal readability.(6)The
convergence across specialties suggests that the readability deficit is a property of current model
behaviour rather than a dental-specific artefact.

The finding that chatbots can match or exceed clinicians on completeness and empathy,
while no accuracy difference was observed against periodontologists, mirrors the landmark phy-
sician-versus-chatbot comparison, in which chatbot responses were rated more empathetic than
physician responses.(3,15)

This comparison should be interpreted cautiously: the dental studies used structured expert
questions and blinded raters, conditions that favour the evaluation of content rather than of clinical
judgement under uncertainty. The superiority of chatbots on completeness does not establish that
they are safer or more appropriate for real patients, because completeness of text is not equivalent
to clinical appropriateness for a specific individual.

The readability failure has a plausible mechanism. Large language models are trained pre-
dominantly on professional and technical text, and their default register reproduces the vocabu-
lary and sentence structure of that training corpus. When asked a plain-language question, the
model often answers at a college or postgraduate reading level unless explicitly instructed to sim-
plify, which explains why grade-level estimates clustered between 12 and 15 rather than near the
sixth-grade target. This is a solvable problem in principle, since the same studies that measured
readability also showed that prompting and post-processing can lower grade level, but it has not
been solved by default in any of the models evaluated.(7,39)

A further consequence of the model-ranking heterogeneity is that no single chatbot can be
endorsed as the default for patient use. The highest accuracy scores were split among Gemini, a
domain-specific periodontal model and Perplexity depending on the question domain, while the
best readability was variously attributed to ChatGPT, Claude and Copilot.

This instability means that a recommendation to use one model for implant questions would
not transfer to oral cancer or paediatric questions, and that rankings are sensitive to the version
of the model tested, which changed rapidly over the review window. Patients are therefore best
served by advice that does not depend on any particular model, and by tools that cross-check
answers rather than by loyalty to a single platform. The same instability was reported in evaluations
of chatbots in orthodontic and temporomandibular disorder counselling, where prompt wording
changed the answer as much as the choice of model.(39,40)

Several sources of heterogeneity limit the conclusions that can be drawn. The studies differed
in the models tested, the number and provenance of questions, the scales used to score responses
and the choice of reference standard, so the numeric scores are not directly comparable across
studies. The dominance of a single country, Turkiye, in 17 of 26 studies means that the evidence
reflects a particular set of models, question styles and appraisal conventions, and the results may
not generalise to other languages or health systems. The same geographic concentration has been
noted in reviews of chatbot evaluation in other health fields, and it cautions against treating the
pooled picture as globally representative.(41,42)

Four studies reported data only at abstract level because full text was not retrievable, and
their quantitative detail was therefore incomplete.

The findings can be set against the wider evaluation of chatbots in specialised dental edu-
cation and counselling. Studies of orthodontic consultation, bruxism information, orthodontic
information accuracy and prompt sensitivity in orthodontic counselling all reported the same
general result: acceptable factual content that depends on how the question is phrased, alongside
readability that falls short of patient needs.(39,43-45)A comparative study in temporomandibular
disorder education likewise described informative but inconsistently readable answers.(40)
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Evaluations in pregnancy-related health and in paediatric chronic conditions outside dentistry
have reached the same conclusion about the accuracy-readability trade-off, which supports the
external validity of the dental findings.(46,47) These adjacent findings reinforce the conclusion that
the accuracy-readability trade-off is systematic across the dental domain rather than an artefact
of any single instrument or model generation.

In clinical practice the most realistic scenario is not that a chatbot replaces the dentist, but
that a patient arrives at the consultation having already read a chatbot answer and formed ex-
pectations from it. The evidence reviewed here suggests that the clinician can usually assume the
answer is broadly correct in content but should be prepared to correct its register and its emphasis.
Where the chatbot answer conflicts with the clinician’s advice, the clinician should explain the
source of the discrepancy, because the patient will have experienced the chatbot as confident and
may trust it over a cautious verbal explanation.

None of the studies reviewed tested this downstream effect on trust or adherence, and
it remains an important unanswered question, but the accuracy-readability gap identified here
provides a concrete reason to anticipate it. Addressing the patient’'s own reading level, rather than
simply restating the correct answer, is the intervention most directly supported by these findings.

The non-dental comparisons are instructive because they isolate the properties of the models
from the properties of the dental content. Evaluations of chatbot responses to questions about
paediatric health, attention-deficit hyperactivity disorder, pregnancy-related concerns and a pae-
diatric neuromuscular condition each reported that the responses were accurate but written above
the recommended reading level, and that model rankings differed by outcome.(41,42,46,47)The
repetition of the same accuracy-readability gap across ophthalmology, cardiology, orthopaedics
and now dentistry indicates that the problem is not the domain knowledge of the models, which
is adequate, but the register in which they choose to write. This is a design characteristic of current
systems rather than a gap in their medical or dental training, and it is the single most tractable
target for improvement.

The strengths of this review should be weighed against those limitations. The search span-
ned three large databases with Scopus as the primary source, the included evidence is recent and
homogeneous in its focus on patient-facing questions, and the synthesis distinguishes accuracy,
completeness and readability rather than collapsing them into a single score.

The explicit decision to exclude examination-style questions means that the conclusions
speak directly to the patient-facing use case, which is the context in which most of the public
actually encounters these tools. The transparent reporting of the appraisal domains, and of the
studies that could only be extracted at abstract level, allows the reader to judge the weight of the
synthesis rather than taking a summary statement on faith.

The practical implications follow from these limitations. Patients who use chatbots for oral
health questions are likely to receive answers that are factually sound but written above their rea-
ding level, which could reduce comprehension and, in turn, adherence. Clinicians who recommend
or tolerate chatbot use should direct patients toward outputs that are rewritten in plain language,
or should verify the specific advice before it is acted upon. For developers, the consistent readability
failure indicates that prompt-level or post-processing safeguards that lower grade level without
sacrificing accuracy should be a priority. For researchers, the field would benefit from a shared, pa-
tient-derived question bank and a common appraisal protocol so that future studies can be pooled,
and from routine reporting of inter-rater reliability and blinding. These recommendations are the
concrete remedy for each of the limitations identified, rather than a generic call for further research.

A further property that bears on real-world use is consistency over time. The included stu-
dies that repeated the same question across days reported that responses varied between and
within days, particularly for readability, and one study recorded higher response consistency for
one model than for its rivals even though the models were similarly accurate.(16,20) This matters
because a patient or clinician who receives a different answer to the same question on different
days may reasonably lose confidence in the tool, and because temporal instability complicates any
attempt to audit or regulate the advice given. The observation that accuracy was more stable than
readability suggests that the volatile component is stylistic rather than factual, which is reassuring
for content but still problematic for a tool intended to educate consistently.

The safety dimension deserves particular emphasis. Accuracy and readability are not the only
properties that matter when a patient acts on advice, and the included studies that measured
clinical safety found that the highest-accuracy models were not always the safest. In the periodon-
tal comparison, Gemini achieved the highest accuracy and safety ratings while a different model
scored highest on completeness, which shows that a model can be accurate without being safe,
or complete without being appropriate.(17)

https://doi.org/10.62486/aid202699 10


https://doi.org/10.62486/aid202699

Campello Trujillo et al. SAP Artificial Intelligence in Dentistry. 2026;2:99

For safety-critical topics such as dental trauma, sedation and oral cancer, the consequences of
a confidently delivered but wrong or unreadable answer can be serious, and the evidence reviewed
here does not support relying on any chatbot for these situations without professional verification.
This is consistent with the broader medical literature, which has repeatedly cautioned that chatbot
answers to patient questions, however fluent, should not be treated as medical advice.(3,7)

CONCLUSIONS

Large language model chatbots provide largely accurate answers to patient questions about
oral health, but the completeness of their responses varies and their readability is frequently too
low for patient audiences. Readability, rather than factual accuracy, is the principal barrier to their
use in patient education. The methodological quality of the underlying studies is uneven, with
patient-derived questions, blinding and reliability reporting each absent from a substantial share
of the evidence, which tempers the confidence that can be placed in any single estimate.

Until readability is systematically improved and the evidence base is strengthened with sha-
red question banks and common appraisal protocols, chatbots should serve as a supplement to,
not a substitute for, professional dental advice.
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