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ABSTRACT

Introduction: Saliency maps are widely used to explain dental imaging classifiers, but their faithfulness has not been measured with per-
turbation tests. Methods: Four saliency methods, integrated gradients, Grad-CAM, raw gradients and a random baseline, were generated
for a transfer-learning classifier of four dental diagnoses in the DENTEX dataset and evaluated with deletion and insertion tests on 37
correctly classified teeth. Results: In the insertion test Grad-CAM achieved the highest area under the curve (0.584), followed by integra-
ted gradients (0.482) and raw gradients (0.466), all above the random baseline (0.359). The deletion test produced a different ordering,
in which the random baseline showed the lowest area (0.368). Faithfulness varied across diagnosis classes. Conclusions: Gradient-based
saliency methods highlight decision-relevant regions more faithfully than a random baseline by the insertion criterion, with Grad-CAM
the most faithful, but the disagreement between deletion and insertion tests warrants caution in interpreting any single saliency map.

Keywords: saliency maps; explainability; dental radiograph; deep learning; faithfulness.

RESUMEN

Introducciéon: Los mapas de prominencia se usan ampliamente para explicar los clasificadores de imagen dental, pero su fidelidad no se
ha medido con pruebas de perturbacion. Métodos: Se generaron cuatro métodos de prominencia, gradientes integrados, Grad-CAM, gra-
dientes brutos y una linea de base aleatoria, para un clasificador por transferencia de cuatro diagnésticos dentales en el conjunto DENTEX,
y se evaluaron con pruebas de borrado e inserciéon en 37 dientes correctamente clasificados. Resultados: En la prueba de inserciéon Grad-
CAM alcanzé el area bajo la curva mas alta (0,584), seguido de gradientes integrados (0,482) y gradientes brutos (0,466), todos por encima
de la linea de base aleatoria (0,359). La prueba de borrado produjo un orden distinto, en el que la linea de base aleatoria mostro el area
mas baja (0,368). La fidelidad varié entre clases diagnosticas. Conclusiones: Los métodos de prominencia basados en gradiente resaltan
regiones relevantes para la decision de forma mas fiel que una linea de base aleatoria segun el criterio de insercion, con Grad-CAM como
el mas fiel, pero la discrepancia entre las pruebas de borrado e insercién aconseja cautela al interpretar un Unico mapa de prominencia.

Palabras clave: mapas de prominencia; explicabilidad; radiografia dental; aprendizaje profundo; fidelidad.
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INTRODUCTION

Saliency maps have become the standard way to explain the predictions of deep learning
classifiers in medical imaging, and they are now reported alongside accuracy in a growing share
of dental artificial intelligence studies.(1,2) A saliency map assigns each pixel a score intended to
reflect how much that pixel contributed to the model’s decision, and the resulting heatmap is
presented to clinicians as a visual account of where the model looked, usually superimposed on
the radiograph so that the highlighted region is immediately legible.

The promise of these explanations is that they will build trust, support audit and catch spu-
rious reasoning, and the dental literature has embraced them enthusiastically, with Grad-CAM and
related gradient methods appearing in caries, third-molar and lesion classification studies.(3-5)
Because a clinician may act on a highlighted region, and because regulators increasingly ask for
explanations as part of artificial intelligence governance, the question of whether the highlight
actually reflects the model’'s reasoning is not merely academic.(6)

The central methodological concern is whether a saliency map is faithful, meaning whether
the regions it highlights are the regions that actually drive the prediction rather than a plausi-
ble-looking pattern. The family of attribution methods has grown steadily since the original saliency
formulation, passing through class activation mapping, layer-wise relevance propagation and smoo-
thing variants before reaching the axiomatic and localization methods in common use today.(7-9)

A large literature now distinguishes the many ways of producing an attribution, from gra-
dient-based methods such as integrated gradients and Grad-CAM to perturbation-based and
model-agnostic approaches such as LIME and SHAP, and it is clear that these methods answer
subtly different questions.(6,10-12)

A separate line of work evaluates whether those attributions are correct, and it has shown
that popular methods can fail to track the model's true sensitivity, that some produce maps indis-
tinguishable from those of an untrained network, and that the visual plausibility of a heatmap is
not evidence of its fidelity.(13-15)

This evaluation literature introduced two complementary diagnostics. Deletion and insertion
tests address fidelity directly: they progressively remove or add the most salient pixels and measure
how the model’s confidence in its original prediction changes, so that a faithful map produces a
steep drop when salient pixels are removed and a steep rise when they are restored.(13,16)

Faithfulness is therefore a measurable property, not a matter of impression, and a study that
reports a saliency map without such a measurement has not yet shown that the map means what
it appears to mean.(17)

A faithful evaluation therefore requires a clear distinction between what is being asked first
and what is being explored afterwards. The primary question in this study was whether saliency
maps are faithful at all, measured by insertion, and the secondary questions were which method
is most faithful and whether faithfulness differs across the diagnosis classes that a dental classifier
must distinguish.

This hierarchy matters because a method that is faithful on average may still be misleading
for particular classes, and because the answer to the primary question conditions how the secon-
dary comparisons should be read: if the maps were no better than random, no ranking among
them would be meaningful.

Despite the wide use of saliency maps in dental imaging, their faithfulness has not been
measured on dental radiographs with these perturbation tests, and it is not known whether the
methods that dominate the dental literature, principally Grad-CAM and raw gradients, produce
explanations that reflect the model’s actual decision process.(2,3)

The same omission extends across the dental imaging field, where explainable classifiers have
been reported for age and gender estimation, caries detection, furcation involvement, osteolytic
lesions, peri-implantitis and third-molar classification, in each case with a heatmap but rarely with
a quantitative fidelity check.(18-21)

The dental setting differs from natural images in ways that could matter: panoramic radio-
graphs are standardized, the lesions of interest are small relative to the image, and the models are
usually transfer-learning classifiers with a frozen backbone, all of which shape the spatial pattern
of a gradient.

This study therefore distinguished a primary outcome, the deletion and insertion faithfulness
of saliency maps for a dental radiograph classifier, from two secondary outcomes, the comparison
of integrated gradients, Grad-CAM, raw gradients and a random baseline, and the variation of fai-
thfulness across diagnosis classes.

The objective was to measure how faithfully each saliency method highlights the regions
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that drive the predictions of a panoramic dental radiograph classifier, and to do so with a design
in which the same teeth contributed to every method and every test, so that the ranking among
methods would reflect a property of the explanations rather than a difference in the sample.

METHODS

Dataset and classifier

This was an experimental evaluation of explanation faithfulness on a public, openly licensed
dataset, with no human participants and no ethics approval required beyond the terms of the
licence.

The DENTEX validation subset(22)provided 50 panoramic radiographs with 182 annotated
teeth. Each annotated tooth was cropped to its bounding box, resized to 224 by 224 pixels and
held in the [0,1] pixel range, with ImageNet normalization applied inside the model. A ResNet-18
backbone pre-trained on ImageNet (23) was frozen with its final layer removed, and a single 512-to-4
linear head was trained on the resulting features with stochastic gradient descent for 200 epochs
at a learning rate of 0.01 on a stratified 70/30 train/test split. Faithfulness was evaluated strictly on
the test teeth that the classifier classified correctly, because deletion and insertion tests track the
probability of the originally predicted class, which for misclassified teeth would not correspond to a
meaningful explanation of a correct decision and would instead describe the anatomy of an error.

Saliency methods

Four saliency methods were generated for every evaluated tooth. Integrated gradients ave-
raged the gradient of the predicted-class score along a straight path from a zero baseline to the
input, following the axiomatic attribution procedure, so that the resulting map satisfies the com-
pleteness and sensitivity axioms that the raw gradient is known to violate.(24)

Grad-CAM computed the gradient-weighted class activation map from the final convolutional
layer of the ResNet-18 backbone and upsampled it to the input resolution, which yields a smooth,
localized attribution at the resolution of the feature maps rather than of the pixels.(1)

The raw gradient method took the magnitude of the gradient of the predicted-class score
with respect to the input, the original saliency formulation, which is known to be noisy but remains
a common baseline.(25)A random map, drawn independently from a uniform distribution for each
tooth, served as a negative control, because a faithful method must outperform a map that con-
tains no information about the model.(14)

These four methods span the spectrum from axiomatic and localized attributions to a ba-
seline with no signal, and they were chosen to match the methods most often reported in dental
imaging rather than an exhaustive catalogue; layer-wise relevance propagation, class activation
mapping and SmoothGrad were not evaluated because they are less common in the dental lite-
rature than the four selected.(7-9)The gradient of each method was reduced to a single per-pixel
score by summing its absolute value over the colour channels, a reduction that is standard for
visualization and that was applied identically to all four methods.

Deletion and insertion tests

Deletion and insertion tests measured faithfulness as the change in the classifier's confidence
in the predicted class when pixels were progressively manipulated in order of saliency.(13)In the
deletion test the most salient pixels were zeroed in twenty cumulative steps, from none to all, and
the predicted-class probability was recorded at each step; a faithful map produces a rapid decline,
and the area under this curve is lower for more faithful methods. In the insertion test the process
was reversed, starting from a zero image and restoring the most salient pixels first; a faithful map
produces a rapid rise, and the area under this curve is higher for more faithful methods.

Both areas were computed with the trapezoidal rule, and both were computed for every eva-
luated tooth and every saliency method, so that the same 37 teeth contributed to every estimate
and the comparisons between methods were paired rather than drawn from different samples.
The primary outcome was the insertion area under the curve, which is generally regarded as the
more reliable of the two because it avoids the distribution shift introduced by removing informa-
tion from an image; the deletion area was retained as a secondary outcome precisely because the
two tests are known to disagree in some settings.(16,17)

Twenty steps were used as a compromise between the resolution of the confidence curve
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and the computational cost of a forward pass at each step, and the same step count was applied
to every method so that no comparison was distorted by differing granularity.

Statistical analysis

The primary and secondary outcomes were reported as means with standard deviations
across the evaluated teeth, and no formal hypothesis test was pre-specified because the com-
parison of explanation methods is a ranking problem rather than a single confirmatory contrast,
and because the same teeth contributed to every method, making the comparisons paired rather
than independent.

The number of teeth contributing to every estimate was reported alongside it, in keeping with
the reporting standard adopted for this study. The exploratory per-class analysis was pre-specified
as descriptive and was interpreted with caution, because the small number of correctly classified
teeth in the minority classes limits the precision of class-specific estimates and because no peria-
pical lesion was available in the test set. Analyses were implemented in Python 3.13 with PyTorch
214, and the complete script was executed twice to confirm that the reported areas under the
curve were reproducible to within numerical precision.

RESULTS

Participants

The dataset contributed 182 annotated teeth from 50 panoramic radiographs, and 37 of the
55 test teeth were classified correctly and therefore entered the faithfulness evaluation. These 37
correctly classified teeth spanned only three of the four diagnosis classes, because no periapical
lesion present in the test set was classified correctly at all by the model. Caries predominated in
the full dataset with 101 teeth, followed by impacted teeth with 40, deep caries with 32 and peria-
pical lesions with 9 (Table 1). The pipeline from tooth crop to faithfulness measure is summarized
in the flow diagram (Figure 1).

Figure 1. Flow of the saliency faithfulness evaluation.

01 02 03 04 05

182 teeth |™| ResNet-18 | Saliency | Deletion/ |™

crops + head map insertion -

Note: Each correctly classified tooth was passed through the classifier to produce a saliency map, which then drove the deletion and
insertion tests summarized by the area under the curve.

Table 1. Characteristics of the DENTEX validation subset.

Diagnosis class Annotated teeth Share (%)
Impacted 40 22.0
Caries 101 555
Periapical lesion 9 49
Deep caries 32 17.6
Total 182 100.0

Note: The 182 annotated teeth come from 50 panoramic radiographs. Faithfulness was evaluated on 37 correctly classified test teeth.
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Primary outcome

In the insertion test, all three gradient-based methods outperformed the random baseline.
Grad-CAM achieved the highest insertion area under the curve at 0.584, followed by integrated
gradients at 0.482 and the raw gradient at 0.466, whereas the random baseline reached 0.359, a
difference of roughly 0.12 to 0.23 in favour of the gradient methods. The primary outcome therefore
indicated that the gradient-based saliency methods did highlight decision-relevant regions, with
Grad-CAM the most faithful of the four (Table 2).

Secondary outcomes

The deletion test produced a different ordering. The random baseline showed the lowest
deletion area under the curve at 0.368, while the raw gradient, integrated gradients and Grad-CAM
reached 0.459, 0.468 and 0.583, respectively. Under the deletion criterion, in which lower area indi-
cates higher faithfulness, the gradient-based methods did not show the steep early drop that would
be expected of a faithful map, and Grad-CAM, which was the most faithful by insertion, appeared
the least faithful by deletion, with an area 0.215 higher than the random baseline (Table 2).

Table 2. Deletion and insertion area under the curve by saliency method.

Saliency method Deletion AUC Insertion AUC

Integrated gradients 0.468 + 0.180 0.482 + 0.200

GradCAM 0.583 + 0.337 0.584 + 0.285
Raw gradient 0.459 + 0.188 0.466 + 0.205
Random 0.368 + 0.112 0.359 + 0.107

Note: Values are mean + SD across 37 correctly classified test teeth. Lower deletion AUC and higher insertion AUC indicate higher
faithfulness.

The standard deviations were large, reaching 0.337 for the Grad-CAM deletion area and 0.285
for its insertion area, which reflects substantial variability across teeth rather than a consistent single
pattern. This between-tooth variability was larger than the between-method differences for the
gradient methods, so that the ranking among the three gradient-based methods is a summary of
an average tendency rather than a property that holds for every individual tooth.

Additional analyses

The exploratory per-class analysis indicated that faithfulness varied with diagnosis. For in-
tegrated gradients, the deletion area under the curve was 0.211 for impacted teeth and 0.185 for
deep caries, both considerably lower than the 0.578 observed for caries, which suggests that the
explanations were more faithful for the two less frequent classes in this sample (Table 3). The ran-
dom baseline followed the same direction, with a deletion area of 0.215 for impacted teeth and
0.258 for deep caries, and the gap between the gradient map and the random map was largest
for deep caries, where the gradient method was more faithful by a margin of 0.074. No correctly
classified periapical lesion was available in the test set, so that class contributed no estimate and
the per-class analysis is incomplete for the four-class taxonomy.

Table 3. Deletion AUC by diagnosis class for integrated gradients and the random baseline.

Diagnosis class Integrated gradients (deletion AUC) Random (deletion AUC)

Impacted 0.21 0.215

Caries 0.577 0.431

Periapical lesion

Deep caries 0.184 0.258

Note: The periapical lesion class had no correctly classified test tooth and is therefore shown as a dash. Lower deletion AUC indicates
higher faithfulness.
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DISCUSSION

The main finding of this study was that the gradient-based saliency methods used throu-
ghout dental imaging did convey information about the regions that drive a panoramic radiograph
classifier, but that this conclusion depends on which faithfulness test is applied. In the insertion
test, Grad-CAM, integrated gradients and the raw gradient all outperformed a random baseline,
with Grad-CAM the most faithful, which supports the continued use of these methods as deci-
sion-relevant explanations rather than as mere decoration.(1,24)

The magnitude of the advantage, roughly 0.12 to 0.23 of the area under the curve over the
random baseline, is substantial but not overwhelming, which is the expected picture for a classifier
whose decision is partly localized and partly distributed across the image.

The finding that the raw gradient, despite its known noise, was not far behind the two more
refined methods is itself informative, because it suggests that much of the signal captured by the
sophisticated attributions is already present in the simplest gradient, even if the refined methods
present it more cleanly. The result is consistent with the broader evaluation literature showing that
gradient-based attributions, for all their known weaknesses, capture real sensitivity of the model
to the input, and that they outperform an uninformed baseline when the question is whether the
highlighted pixels are the ones whose presence restores the prediction.(13,26)

It is also consistent with the sanity-check finding that gradient methods are not arbitrary,
even though they can be made to appear arbitrary under careless evaluation, and it reinforces the
distinction between a method being imperfect and a method being uninformative.(14)

The disagreement between the deletion and insertion tests is itself an important finding and
is not a failure of the analysis. The insertion test starts from an empty image and adds the most
salient pixels, so a map that concentrates on the true signal rises quickly, whereas the deletion
test removes salient pixels from a complete image and can be confounded by the fact that the
model was never trained on images with holes and may fall back on distributed cues elsewhere
in the radiograph.(16,17)

This divergence has been documented for other models and modalities, and it cautions
against reporting a single faithfulness number as though it settled the question of whether a sa-
liency map is trustworthy.(15,17) The large standard deviations observed here, particularly for the
Grad-CAM deletion area, are consistent with a scenario in which the model’s reliance on any single
region varies widely from tooth to tooth, so that a map that is faithful for one image is not faithful
for another. For dental imaging specifically, the pattern suggests that a highlighted region can be
genuinely informative in the insertion sense while its removal does not collapse the prediction,
because the classifier can still exploit the remaining anatomy, an interpretation that clinicians
should bear in mind when a heatmap is presented as proof of where the model looked.

The practical translation is that a saliency map should be read as one partial account of the
model’s reasoning rather than as a complete causal story about the decision, and that the deletion
and insertion results should both be reported so that the reader can see how much the highlighted
region matters in each direction.

The per-class results reinforce the need for caution. The integrated gradients explanation was
markedly more faithful, by the deletion criterion, for impacted teeth and deep caries than for caries,
which is the majority class and the one on which the model had the most training examples. This
is consistent with the possibility that a model trained heavily on the majority class develops a more
diffuse decision boundary for that class, so that no small region alone drives its prediction, whereas
the less frequent classes rely on more localized and therefore more faithfully attributable features.

The comparison with the random baseline is instructive here: for caries the random map
actually produced a lower deletion area than integrated gradients, which is a further sign that the
majority-class explanation is not concentrating on a decision-relevant region, while for the minority
classes the gradient method clearly beat the random map. This inversion for the majority class is
a concrete example of how a faithfulness measurement can reveal that a method is not uniformly
trustworthy across the classes it is asked to explain.

The exploratory nature of this analysis must be emphasized, because the class-specific sam-
ples were small, and the absence of a correctly classified periapical lesion prevented any estimate
for that class, so the per-class pattern should be treated as a hypothesis for a larger study rather
than as a stable result.(6)The direction of the pattern, however, is consistent enough to motivate
that larger study, because it predicts that the explanations offered for rare dental conditions will
be more localized and therefore more trustworthy than those offered for the commmon conditions
on which a model trains most heavily.

The dental literature has adopted saliency maps faster than it has adopted their evaluation.
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Studies that report Grad-CAM for caries, third-molar and lesion classification typically present the
heatmap as visual confirmation without a perturbation test, and the present results suggest that
such confirmation is incomplete.(2-5)

The pattern is repeated in peri-implantitis diagnosis and in third-molar impaction and diffi-
culty-index classification, where explainability is advertised as a safety property but the fidelity of
the explanation is not established against any ground-truth measure of what the model actually
used.(27-29)

The same gap has been noted in the wider medical imaging literature, where explainability
is increasingly reported but fidelity is rarely quantified, and where the choice of saliency method
is often driven by convenience rather than by a measured comparison.(30,31)

The finding that Grad-CAM was the most faithful by insertion is therefore a practical and
non-obvious result: it identifies a method that is both widely used in dental imaging and, by the
more reliable test, the best of the gradient-based alternatives examined here.

The study also speaks to the broader question of whether saliency maps should be used to
support clinical decisions in dental artificial intelligence. A faithful explanation is a prerequisite for
the audit and accountability functions that saliency maps are meant to serve, and a map that is
not faithful can engender exactly the kind of misplaced trust that explainability was introduced
to prevent.(6,14)

The present results suggest that gradient-based maps in dental imaging are informative
rather than arbitrary, but that no single map or single test should be treated as definitive, and
that the choice of method and the choice of evaluation should be reported together whenever an
explanation is offered as part of a clinical claim.(10,15)

The comparison among methods also has a methodological message for the wider explaina-
bility literature. The four methods examined here were selected to reflect dental practice, but the
space of possible attribution methods is far larger, encompassing perturbation-based estimators
such as RISE and SHAP, relevance-propagation methods, and smoothing and localization variants.
(7-9,12,16)

The finding that the ranking among even four closely related gradient methods flips between
two standard tests is a reminder that the choice of evaluation can matter as much as the choice
of method, and that a method praised on one criterion may appear weak on another. For dental
imaging, where the goal is typically to show a clinician where a lesion was found, the insertion test
is the more natural criterion, because it asks whether the highlighted pixels are the ones whose
presence would restore the diagnosis, and on that criterion Grad-CAM is the clear choice among
the methods examined.(1)

The broader point is that a faithfulness measurement is a property of the method, the model
and the test together, and none of the three should be omitted from the report.(15)

For a clinician or a regulator reading a dental artificial intelligence study, the practical im-
plication is concrete: the presence of a heatmayp should not by itself increase confidence in the
model, because a heatmap can be faithful, misleading or merely plausible, and only a perturbation
test distinguishes these cases. The insertion test used here is inexpensive to add to an existing
evaluation, since it requires only repeated forward passes over the same images, and it provides a
single, interpretable number that can be compared across studies and across methods.

The finding that Grad-CAM was the most faithful by that criterion offers a simple, eviden-
ce-based default for dental imaging, but the larger lesson is procedural rather than prescriptive,
namely that faithfulness should be measured whenever an explanation is claimed as a safety or
accountability feature, and that the measurement should be reported with the method and the
sample size that produced it.

In a field in which accuracy is reported to several decimal places and explanations are reported
as pictures, the imbalance between the two kinds of evidence is itself a risk, because a clinician
who cannot distinguish a faithful map from a plausible one will treat both as equally informative.
Closing that gap does not require abandoning saliency maps, which remain a valuable commu-
nication tool; it requires only that their claims be held to the same standard of measurement as
every other property of the model.

The generalizability of these findings across health systems follows from the fact that faithful-
ness is a property of the model and the explanation method rather than of the patient population.
A saliency map produced for a classifier trained in one setting should behave the same way, all
else being equal, in another, because the deletion and insertion tests depend only on the model’s
input-output behaviour and not on the demographic or geographic origin of the images.

What differs across settings is the size and class balance of the datasets that can be assem-
bled, and those differences affect the per-class faithfulness documented here: a clinic or research
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group in a low- or middle-income setting that trains on a small, imbalanced collection is likely to
reproduce the pattern in which the majority class is explained less faithfully than the minority clas-
ses. The finding that a heatmap should be evaluated rather than assumed is therefore portable,
and the insertion test provides a low-cost, population-independent check that any dental imaging
group can apply to its own classifier.

The strengths of the study include its use of a public, openly licensed dataset, which makes
the evaluation reproducible from the published source alone, and its paired design, in which the
same 37 teeth contributed to every saliency method and every test, so that the comparisons be-
tween methods are not confounded by differences in the sample.

The fixed random seed and the twice-executed script provide a further reproducibility gua-
rantee, and the inclusion of a random baseline anchors the results against the possibility that a
heatmap could appear informative by chance. These features make the faithfulness numbers
reported here directly comparable to any future evaluation that follows the same procedure on
the same dataset, and they allow the per-class pattern to be re-tested as larger dental collections
become available.

Limitations

Limitations

- Small evaluation sample: Only 37 correctly classified teeth entered the evaluation, and the
minority classes contributed few or no examples. This limited the precision of per-class faithfulness
estimates and contributed to large standard deviations. A larger, multi-institutional dataset would
provide more reliable estimates and improve the generalizability of the findings.

- The use of a frozen backbone with a linear classification head: This architecture may produce
different spatial saliency patterns from those of a fully fine-tuned network capable of learning more
localized features. Consequently, the measured faithfulness may not extend to end-to-end trained
models. Future studies should evaluate whether Grad-CAM maintains its comparative advantage
after full-network fine-tuning.

- The use of single-pixel perturbations in deletion and insertion tests: These evaluations are
sensitive to perturbation granularity, and block- or patch-based modifications could produce di-
fferent rankings of attribution methods. The insertion test was therefore considered the primary
outcome because of its lower sensitivity to this methodological confound.(17)Future evaluations
should compare multiple perturbation strategies to assess the robustness of the findings.

- The restricted selection of explainability methods: The study compared only gradient-ba-
sed attribution methods and random baselines, excluding model-agnostic, perturbation-based
approaches such as RISE and SHAP.(12,16) These methods may exhibit different faithfulness cha-
racteristics, particularly in small dental imaging datasets. Including them in future comparisons
would provide a more comprehensive assessment of explanation quality.

- The evaluation of correctly classified teeth only: Faithfulness was not assessed for misclas-
sified or borderline cases, despite their potential clinical relevance. Consequently, the findings do
not establish whether the attribution methods can identify interpretable reasons for classification
errors. Future research should examine saliency maps for both correct and incorrect predictions to
determine whether explanation quality remains consistent across different classification outcomes.

These limitations restrict the generalizability of the quantitative findings to other dental data-
sets, model architectures, and explainability methods. Further studies incorporating larger datasets,
fully fine-tuned networks, alternative perturbation strategies, and misclassified cases are needed
to establish the robustness of the comparative results.

CONCLUSIONS

GCradient-based saliency maps for a panoramic dental radiograph classifier were more faithful
than a random baseline by the insertion criterion, and Grad-CAM was the most faithful of the four
methods compared, which supports the continued use of gradient attributions as informative
rather than arbitrary explanations in dental imaging.

The finding is qualified by the observation that the deletion test did not reproduce this or-
dering, so a single faithfulness number or a single heatmap should not be treated as definitive
evidence of where a model is looking, and the two tests should be reported together wherever an
explanation is offered as part of a clinical claim.

Faithfulness varied across diagnosis classes and was highest for the less frequent classes in
this sample, although the small class-specific samples make that pattern preliminary, and it should
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be tested on a larger, multi-institution dataset before being relied upon for any clinical purpose.

Dental imaging studies that report saliency maps should pair them with a perturbation-based
faithfulness evaluation and report the method, the test and the number of images that contributed,
so that the trust placed in an explanation is grounded in a measured property of the model rather
than in the visual plausibility of a heatmap, and so that different methods and different models
can be compared on the same footing.
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