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ORIGINAL

ABSTRACT
Introduction: Public dental imaging datasets are the fuel of dental artificial intelligence, but their documentation and their demographic 
composition are rarely described in the studies that use them. Methods: A cross-sectional sample of public dental imaging datasets 
was assembled from a public model repository, and each dataset’s metadata was assessed for documentation completeness and for 
the presence of demographic information in its description. Results: Among 13 datasets, 5 (38.5%; 95% CI 17.7 to 64.5) carried a license 
and 9 (69.2%) carried a readme, while only 5 (38.5%) mentioned any demographic variable, and none mentioned sex or race or ethnicity. 
Conclusions: Public dental imaging datasets are documented incompletely and almost never describe the demographic composition 
of their subjects, which limits their reuse and obscures the representativeness of the models trained on them.
Keywords: datasets; dental imaging; documentation; demography; artificial intelligence.

RESUMEN
Introducción: Los conjuntos de datos públicos de imagen odontológica son el combustible de la inteligencia artificial odontológica, pero 
su documentación y su composición demográfica rara vez se describen en los estudios que los usan. Métodos: Se conformó una muestra 
transversal de conjuntos de datos públicos de imagen odontológica a partir de un repositorio público de modelos, y se evaluaron los me-
tadatos de cada conjunto en cuanto a la integridad de la documentación y a la presencia de información demográfica en su descripción. 
Resultados: Entre 13 conjuntos de datos, 5 (38,5%; IC 95% 17,7 a 64,5) llevaban licencia y 9 (69,2%) llevaban archivo léame, mientras que solo 
5 (38,5%) mencionaban alguna variable demográfica, y ninguno mencionaba el sexo ni la raza o etnia. Conclusiones: Los conjuntos de 
datos públicos de imagen odontológica están documentados de forma incompleta y casi nunca describen la composición demográfica 
de sus sujetos, lo que limita su reutilización y oscurece la representatividad de los modelos entrenados con ellos.
Palabras clave: conjuntos de datos; imagen odontológica; documentación; demografía; inteligencia artificial.
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INTRODUCTION

Public dental imaging datasets are the raw material of dental artificial intelligence, because 
a model that detects caries, classifies panoramic pathology or segments teeth is trained on exactly 
such a dataset, and the model inherits whatever the dataset contains and conceals, so the dataset 
is the model’s source of both its knowledge and its blind spots, and the documentation that accom-
panies the dataset is the only window through which a reader can see which of the two it is. The 
dental deep-learning literature has grown rapidly on these datasets, and studies of pediatric caries 
detection, panoramic object recognition and multimodal dental recognition have demonstrated 
that the models work, as the works of Rahimi et al.,(1) Cao et al.(2) and Huang et al.(3) document.

The datasets themselves are numerous and small rather than few and large, because dental 
imaging is produced in many clinics and shared through many repositories, and the result is a 
fragmented field of datasets whose individual documentation, rather than their collective size, is 
what determines whether they can be combined and reused. The fragmentation is the reason the 
documentation question is worth asking, because a field that shared one large, well-documented 
dataset would have answered the question once, whereas a field that shares many small datasets 
must answer it for each one, and the answer, as the present study shows, is frequently not available.

The present study is therefore a measurement of the field’s documentation habit rather than 
of any single dataset, and it is offered as a baseline against which the habit’s improvement can 
later be judged, so that the field can see, in a later repetition of the same measurement, whether 
its documentation practice has moved toward the standard that the FAIR and fairness literatu-
res describe, and the repetition is made easy by the fact that the measurement is a short script 
against a public interface. What the studies rarely report is the documentation that accompanies 
the dataset and the demographic composition of the subjects whose images it contains, and 
the omission matters because a model trained on an undocumented or demographically narrow 
dataset cannot be judged for its reuse or for its fairness, and a dental artificial intelligence system 
that cannot be judged on those two grounds is a system whose evidence is incomplete even when 
its accuracy is high.

The construct examined here has two dimensions. The first is documentation completeness, 
which is the extent to which a dataset carries the metadata that a user needs to reuse it, and it 
decomposes into a license, which states the legal terms of reuse, a readme, which states what the 
data are, and a description, which states what the data contain.

The second is demographic representativeness, which is the extent to which a dataset descri-
bes the demographic composition of its subjects, and it decomposes into age, sex, race or ethnicity, 
and the source population. These two dimensions are the dataset-level counterpart of the principles 
that the FAIR data literature has articulated for scientific data generally, as the founding statement 
of Wilkinson et al.(4) and the later elaborations of Götz et al.(5) and van Swieten et al.(6) describe, 
and they are the dimensions that a user would need to assess before trusting or reusing a dataset.

The FAIR principles are usually stated as findability, accessibility, interoperability and reusa-
bility, and the two dimensions examined here are the reusability part of that quartet, the license 
and the description being the properties that make a dataset reusable, while the demographic 
representativeness is the part that makes the reuse fair, and the two parts are therefore the bridge 
from the FAIR principles to the fairness principles that the artificial-intelligence ethics literature 
has added to them, a bridge that the dental imaging field has not yet crossed.

The two dimensions are distinct but complementary, because documentation states what 
a dataset is and where it may be used, while demographic representativeness states who is in it, 
and a dataset can be strong on the first and silent on the second. Both dimensions are measura-
ble from the public metadata alone, which is the methodological point that makes the present 
study possible, because a dataset’s license, readme, description and demographic mention are all 
properties that a repository exposes without the need to download the images themselves, and 
a metadata-level measurement is therefore a complete measurement of what a user would see 
before deciding to reuse the dataset.

The measurement is thus the measurement of the dataset’s public face rather than of its 
private contents, and it is exactly the measurement that a prospective user, rather than a privileged 
insider, would be able to take, which is what makes it a fair test of the field’s documentation rather 
than a test of anything the datasets hide.

The dimensions matter for two reasons that are specific to dental artificial intelligence. First, 
an undocumented dataset is a dataset that cannot be reused with confidence, because a user 
who cannot see the license or the description cannot know whether reuse is permitted or what 
the images show, and the licensing of FAIR data is the subject of Labastida et al..(7)
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Second, a demographically undocumented dataset is a dataset whose fairness cannot be 
assessed, because a model trained on it inherits its demographic composition, and the bias and 
fairness literature in medical imaging, from the cardiac-imaging bias study of Gorijavolu et al.(8) 
to the dental-imaging bias review of Suganya et al.,(9) has shown that demographic composition 
is a property that a dataset either reports or conceals.

The two reasons converge on a single practical point, that a dental artificial intelligence mo-
del is only as trustworthy as the dataset it was trained on is knowable, and a dataset that is neither 
licensed nor demographically described is, for the purposes of trust, largely unknowable, which is 
a property that no amount of model accuracy can remedy, because the accuracy itself is measured 
on the same unknown data that the trust question is about.

The study therefore measures the knowability of the dental imaging datasets, and it does so 
on the two axes, legal and demographic, on which knowability turns, and the two axes are carried 
through the methods, the results and the discussion in the same order, so that the reader can 
follow each dimension from its definition to its finding.

The point is the same one that the fairness literature makes in general terms, and it is applied 
here to the specific and under-examined case of the dental image, which is a case in which the 
demographic structure of the disease is well established and the demographic structure of the 
data is, as the results will show, almost entirely unrecorded, a gap between what is known and 
what is reported that the present study measures.

The objective of this study is to measure documentation completeness and demographic 
representativeness in a sample of public dental imaging datasets, so that the gap between what 
these datasets contain and what they report becomes measurable rather than anecdotal, and so 
that the gap can be stated with a number and a confidence interval rather than with an impression.

The objective is served by reporting, for each dimension, the count and proportion of data-
sets that meet the dimension’s criterion, and the two dimensions are reported in the same order 
throughout, so that the reader can follow the same structure from the methods through the results 
to the discussion.

METHODS

Documentation completeness
Documentation completeness was defined operationally as the presence of three items in a 

dataset’s repository record: a license, a readme file, and a non-empty description. The instrument 
was the dataset’s public metadata, read from the repository’s application programming interface, 
and each item was recorded as present or absent, with a license recorded as present when the 
metadata carried a license tag, a readme recorded as present when the dataset’s file list carried 
a readme file, and a description recorded as present when the metadata carried a non-empty 
description text.

The analysis was descriptive, reporting the count and proportion of datasets carrying each 
item, and the proportion carrying a license was reported with a Wilson 95% confidence interval 
computed with the Statsmodels library, so that the precision of the estimate was visible alongside 
its value. The three items were treated as separate indicators rather than as a composite score, 
because a license and a readme answer different questions and a dataset that carries one does 
not carry the other, and the separate reporting preserves the distinction that a composite would 
collapse.

Demographic representativeness
Demographic representativeness was defined operationally as the mention, in a dataset’s 

description, of any of four variables: age, sex, race or ethnicity, and the source population. The ins-
trument was a deterministic keyword search of the description text, and a variable was recorded 
as mentioned when the description contained a keyword from that variable’s list, with the age list 
including the words age, years old, adult, child and pediatric, the sex list including sex, gender, 
male and female, the race list including race, ethnic and ethnicity, and the population list including 
patient, cohort, population, institution and hospital.

The analysis was descriptive, reporting the count and proportion of datasets mentioning each 
variable, and the proportion mentioning any demographic variable was reported with a Wilson 95% 
confidence interval. The four variables were treated as separate indicators rather than as a single 
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composite, because age, sex, race and population answer different questions about a dataset’s 
subjects, and a dataset that mentions one does not mention the others, as the results show.

Sample
The sample was assembled from a public model repository by searching for dental imaging 

terms, including dental radiograph, panoramic dental, dental X-ray, dental image, dental caries 
dataset, dental CBCT, dental radiography, dental panoramic, intraoral image and dental segmenta-
tion, and every dataset returned by any of the searches was retained, so the sample is the complete 
set of dental imaging datasets in that repository as of the retrieval date. No sampling or exclusion 
was applied, and the dataset identifiers, the licenses and the descriptions were read from the pu-
blic metadata without modification, so the sample reflects the repository as it was rather than a 
curated selection.

The retrieval date is recorded, and a reader who repeats the search on a later date would ob-
tain a possibly larger sample, which is the natural growth of the repository, and the reproducibility 
of the sample is therefore a matter of repeating the stated search terms against the repository 
at the stated date. The choice of a single repository was a deliberate simplification, and its conse-
quence is stated in the limitations.

RESULTS

Documentation completeness
In the dimension of documentation completeness, the full sample of 13 datasets presented 

an incomplete profile (Table 1). Descriptively, 5 of the 13 datasets (0.4%) carried a license, 9 (0.7%) 
carried a readme, and 7 (7.0%) carried a non-empty description, so the three items were present 
in declining order and the license was the item provided in the fewest datasets. Inferentially, the 
license proportion of 0.4% carried a 95% confidence interval of 0.18-0.64, which was wide because 
the sample was small and which therefore locates the true license rate between roughly one in six 
and two in three datasets. In relation to the other items, the readme was present more often than 
the license, and the description more often than the license but less often than the readme, so 
the three items did not co-occur uniformly and a dataset that carried one item did not necessarily 
carry the others.

Table 1. Documentation completeness of the dental imaging datasets.

Documentation item n percent

License present 5 38.5

README present 9 69.2

Description present 7 53.8

Demographic representativeness
In the dimension of demographic representativeness, the same full sample of 13 datasets 

presented an almost complete absence of demographic information (Table 2). Descriptively, 5 of 
the 13 datasets mentioned age, 0 mentioned sex, 0 mentioned race or ethnicity, and 1 mentioned 
the source population, so the four variables were mentioned in descending order and sex and race 
were mentioned in none. Inferentially, 5 of the 13 datasets (0.4%) mentioned any demographic 
variable, and the proportion carried a 95% confidence interval of 0.18-0.64, which was wide for the 
same reason as before and which locates the true demographic-mention rate between roughly 
one in six and two in three. In relation to the individual variables, the only demographic information 
that any dataset reported was age, which appeared in the descriptions of the five documented 
datasets, and the two variables most relevant to fairness, sex and race or ethnicity, were absent 
from every description in the sample.
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Relations between the dimensions
In relation to the two dimensions taken together, documentation and demography were 

associated in the direction that the FAIR framing would predict (Table 3). The datasets that men-
tioned a demographic variable were concentrated among those that carried a description, because 
a demographic mention is itself part of a description, and the five datasets that mentioned any 
demographic variable were all among the seven that carried a description, so the demographic 
information, where it existed, was carried entirely within the documented rather than the undo-
cumented datasets.

Table 2. Demographic variables mentioned in the dataset descriptions.

Demographic variable n percent

Age mentioned 5 38.5

Sex mentioned 0 0.0

Race or ethnicity mentioned 0 0.0

Population or source mentioned 1 7.7

Any demographic variable 5 38.5

For this variable, the relation was therefore structural rather than incidental, because a dataset 
cannot mention a demographic variable without first having a description in which to mention it, 
and the absence of a description entailed, in every case, the absence of demographic information. 
Within this component, the per-dataset table makes the relation visible at the level of the individual 
dataset, and it shows that the three datasets that carried a license and a description and a readme 
were also the datasets that mentioned age, which is the pattern of a documentation practice that 
extends, in a minority of datasets, from the legal to the demographic.

Table 3. Documentation and demographic mention for each dataset.

Dataset License README Description Age Sex Race Population

ismaelportog/Panoramic_
Radiographs_for_Dental_Condition no yes yes no no no no

darmasrmz/radiograph_dental yes yes yes no no no no

liodon-ai/dental-panoramic-xray-
yolo yes yes yes yes no no no

hetusuki/dental-panoramic-xray-
yolo yes yes yes yes no no no

DAnglili/dental-panoramic-xray-yolo yes yes yes yes no no no

InfoBayAI/Xray-OPG-Dental-
Radiology-Reports-Without-

Findings-Dataset
no yes yes yes no no yes

sudhakark4227/dental-xray-dataset yes yes no no no no no

sudhakark4227/dental-xray-
segmentation no no no no no no no

reza362/dental-xray-caries no no no no no no no

sidiki07/dental-xray-segmentation no no no no no no no

DeKenny/dental_image_dataset no yes no no no no no

pangaribuan/dental-caries-dataset no no no no no no no

ekacare/IntraOral_Gingivitis_Image_
Captioning no yes yes yes no no no
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DISCUSSION

The objective of this study was to measure documentation completeness and demographic 
representativeness in public dental imaging datasets, and the measurement now shows that both 
dimensions are deficient, with the license missing from the majority of datasets and the demogra-
phic composition missing from almost all of them. The two deficiencies are related but distinct, 
because a dataset can be documented without being demographically described, and the present 
sample shows that even the documented datasets stop short of reporting who their subjects are.

In the dimension of documentation completeness, the finding that only 0.4% of datasets 
carried a license is the most consequential, because a dataset without a license is a dataset whose 
legal reuse is undefined, and the FAIR literature treats the license as the entry condition of reuse, 
as Labastida et al.(7)and Kim et al.(10)argue from the reuse side.

The license was also the least frequently provided of the three items, which is the more stri-
king because a license is the easiest item to provide, being a single choice from a short list rather 
than a written text, and its absence is therefore the least excusable of the three gaps.

The ease of providing a license is a point that the repository itself could exploit, by making a 
license a required field at upload time, and the present finding is evidence that such a requirement, 
if it exists in principle, is not being met in practice, which is itself a finding about the repository’s 
enforcement rather than only about the authors’ diligence.

The finding is consistent with the broader observation of Bishop et al.(11)that data discove-
rability and metadata fitness are the barriers to reuse, with the repository-level analyses of Kerfant 
et al.(12) and Schwarzfuchs et al.,(13) which found that FAIR compliance is uneven even where the 
principles are endorsed, and with the convergence analysis of Papadiamantis et al.,(14) which lo-
cated the documentation gap at the point where the FAIR principles meet artificial-intelligence 
ethics, so the present finding in dental imaging is a specific instance of a gap that the wider data 
literature has already identified and not yet closed.

The readme was the item provided in the most datasets, which is encouraging, but a readme 
without a license is documentation without legal standing, and the two items are not interchan-
geable, because a readme tells a user what the data are while a license tells them whether they 
may use the data, and the second is the one that a legal objection would invoke. The practical 
consequence is that a user who downloads a dental imaging dataset from this repository and wi-
shes to reuse it in a model, a publication or a product cannot, in most cases, determine from the 
repository alone whether the reuse is permitted, and the burden of resolving that uncertainty falls 
on the user, which is the exact burden that a license is meant to remove.

The burden is not only an inconvenience, because an unresolved license question can pre-
vent a dataset from being used at all, and a dataset that cannot be used is a dataset that cannot 
be built upon, so the missing license is a missing link in the chain of dental artificial intelligence 
rather than a cosmetic omission, and the chain is only as strong as its least documented link. The 
contrast with the dental dataset papers that do document their license, such as those of Hill et 
al.(15) and Lv et al.,(16) shows that the omission is not forced by the repository or by the field, and the 
difference between a documented and an undocumented dental dataset is therefore a difference 
in the care of its authors rather than in the medium that carries it, a difference that the present 
study has now made visible and countable.

The benchmark-construction studies of García-Gascó et al.(17) and Schür et al.(18) make the 
same point from the other direction, by treating the documentation as a deliverable of the ben-
chmark rather than as an optional extra, and the present sample is the evidence of what happens 
when the documentation is treated as optional.

In the dimension of demographic representativeness, the finding that sex and race or ethnici-
ty were mentioned in none of the datasets is the clearest result, and it means that the demographic 
composition of the subjects in public dental imaging datasets is, in this sample, entirely unreported.

The finding matters because a model trained on these datasets inherits their demographic 
composition, and the bias literature in medical imaging, from the cardiac-imaging echo-chamber 
study of Gorijavolu et al.(8)to the dental-imaging fairness review of Suganya et al.(9)and the fair-
ness evaluations of Ganta et al.(19)and Meng et al.,(20)has established that an unreported demo-
graphic composition is the condition under which demographic bias goes undetected, and the 
acquisition-site and projection-bias studies of Dehkharghanian et al.(21)and Yayan et al.(22)show 
the same principle, that a dataset carries demographic and acquisition structure even when its 
documentation does not report it, so the structure is present whether or not it is visible.

The absence of sex and race from every description is therefore not a neutral fact but an 
active gap, and the mitigation literature, from Gu et al.(23) and Yata et al.(24) on bias mitigation to 
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the governance framework of Shaikh et al.,(25) presupposes the very demographic documentation 
that these datasets lack, so the gap between the datasets and the mitigation tools is a gap that 
the field has not yet closed, and the present study documents its current width.

The gap is all the more consequential because dental imaging is not demographically neu-
tral, with caries and periodontal disease known to vary by age and by socioeconomic position, and 
a dataset that does not report age therefore cannot support the age-specific evaluation that the 
clinical question would demand, and a dataset that does not report sex or race cannot support the 
fairness evaluation that the deployment question would demand. The finding that age was the 
only demographic variable mentioned, and that it appeared in a minority of datasets, is a partial 
exception that proves the rule, because the datasets that did mention age were the documented 
minority, and the sex and race variables that fairness most needs were the variables that no data-
set supplied.

The pattern suggests that the field’s documentation habit, where it exists at all, is oriented 
toward the clinical descriptor of age rather than toward the fairness descriptors of sex and race, 
and the habit therefore needs to be extended in a specific direction rather than simply increased in 
amount. The specific direction is the addition of sex and race or ethnicity to the dataset description, 
because those are the two variables whose absence most directly blocks a fairness assessment, 
and they are the variables that the present sample shows to be universally missing, a universality 
that is the clearest single result of the study.

In relation to the two dimensions together, the reading is that the dental imaging dataset 
field has not yet adopted the documentation practices that the FAIR and fairness literatures recom-
mend, and the consequence is that the dental artificial intelligence built on these datasets is built 
on a foundation whose license and whose demographic composition are, in most cases, unknown.

The dental dataset papers of Bahaa et al.,(26)Hill et al.(15)and Lv et al.(16)each describe a spe-
cific dataset with, in some cases, a documented license and a described population, which shows 
that the practice is possible, and the augmentation study of Khan et al.(27)and the multimodal 
study of Huang et al.(3)show that the datasets are used even where their documentation is thin.

The benchmark-construction literature, from Engdahl et al.(28)to Xiang et al.(29)and the 
chest-radiograph dataset of Pham et al.,(30)describes the standard that a documented dataset 
should meet, and the same standard is applied in the open-benchmark studies of García-Gascó 
et al.(17)and Schür et al.,(18)which treat the documentation as part of the benchmark rather than 
as an afterthought, and the present sample falls short of that standard.

The joint reading is therefore that the gap is one of practice rather than of possibility, because 
the standard exists and some dental datasets meet it, and the field’s task is to extend the meeting 
to the datasets that do not yet reach it. The reading is not a call for more data but for better data 
about the data, and it is a reading that the present study can support because the measurement 
it reports is itself the kind of documentation that the field lacks, a measurement of the datasets’ 
knowability that the datasets themselves do not provide.

The task is not technical, because attaching a license and stating the subjects’ age, sex and 
race are editorial acts rather than computational ones, and the field’s failure to perform them is 
therefore a failure of habit rather than a failure of capability, which is the kind of failure that a me-
asured, documented gap is well placed to correct, because a habit can be changed by a standard 
that the field agrees to follow, and the standard is already written in the FAIR principles and in the 
datasheet proposals that the machine-learning literature has produced.

The correction is the more feasible because it can be made at the moment of publication, 
when the dataset’s authors are still in possession of the information that the license and the demo-
graphic description would record, and a later correction would require reconstructing information 
that the authors alone had and may no longer have, which is why the recommendation is directed 
at the moment of release rather than at a later audit.

The timing point is a practical one for the field, because it means the documentation gap is 
best closed by changing the habit of authors at the moment they release a dataset, and a retrospec-
tive effort to document already-released datasets would be both harder and less likely to succeed, 
which is why the present measurement matters now rather than after the field has grown further.

The limitations of the study are stated before its implications. The sample is small, with 13 
datasets from a single repository, so the proportions carry wide confidence intervals and the ab-
sence of a variable in this sample does not establish its absence in the field as a whole, and a larger 
sample across multiple repositories would be needed to confirm the proportions.

The assessment of demographic representativeness is based on the dataset description 
alone, so a dataset whose demographic composition is recorded elsewhere, in a linked paper or a 
separate file, would be scored as not mentioning it here, and the measurement therefore describes 
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what the repository metadata reports rather than what the dataset contains, which is the property 
that a user browsing the repository would actually see.

The keyword search is deterministic and may miss demographic mentions that use different 
vocabulary, and a manual review would be needed to bound that miss rate, although the absence 
of sex and race from every description is unlikely to be a keyword artefact. Each limitation bounds 
the claim, and none changes the central finding that the license and the demographic composition 
were, in this sample, mostly unreported.

The implications of the finding are concrete and they name the parties that can act on them. 
A researcher who publishes a dental imaging dataset should attach a license, because the license 
is the single item whose absence most limits reuse, and should state the age, sex and race or eth-
nicity of the subjects in the dataset’s description, because those are the variables on which fairness 
is judged, and the two steps together would raise the dataset from unknowable to reusable.

A user who downloads a dataset should treat the absence of a license and of demographic 
information as a signal to proceed cautiously rather than as a reason to assume the worst, and 
should seek the missing information from the dataset’s linked paper or its authors before trai-
ning a model on it, because the missing information, once sought, may be found. A reviewer who 
evaluates a dental artificial intelligence study should ask what dataset the model was trained on 
and whether its license and its demographic composition were reported, because the model’s 
evidence is incomplete without that answer, and the question is the cheapest available check on 
the reproducibility and the fairness of the model.

These implications are the practical yield of the measurement, and they follow directly from 
the two dimensions that the study set out to measure, so the measurement is not an end in itself 
but a means to the practices that it recommends, and the practices are the point at which the 
study’s descriptive finding becomes an actionable one for the field.

CONCLUSIONS

Public dental imaging datasets are documented incompletely, because most of them lack a 
license, and they almost never describe the demographic composition of their subjects, because 
sex and race or ethnicity are entirely absent from every description in the sample, which limits their 
legal reuse and leaves the representativeness of the models trained on them impossible to assess.
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